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Many multicast applications, such as video-on-demand 
and video conferencing, desire quality of service (QoS) 
support from an underlying network. The differentiated 
services (DiffServ) approach will bring benefits for theses 
applications. However, difficulties arise while integrating 
native IP multicasting with DiffServ, such as multicast 
group states in the core routers and a heterogeneous QoS 
requirement within the same multicast group. In addition, 
a missing per-flow reservation in DiffServ and a dynamic 
join/leave in the group introduce heavier and 
uncontrollable traffic in a network. In this paper, we 
propose a distributed and stateless admission control in the 
edge routers. We also use a mobile agents-based approach 
for dynamic resource availability checking. In this 
approach, mobile agents act in a parallel and distributed 
fashion and cooperate with each other in order to construct 
the multicast tree satisfying the QoS requirements. 
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I. Introduction 

The phenomenal growth of real-time multicast applications 
requires scalable and efficient network support. The 
differentiated services (DiffServ) architecture was developed to 
provide quality of service (QoS) and achieve scalability by 
avoiding complexity in the core routers. The simplicity of the 
core routers also causes fundamental problems in conjunction 
with the provision of an IP multicast in a DiffServ domain. It 
appears to be a difficult task to support a multicast in a DiffServ 
domain while eliminating the multicast tree state in the core 
routers. Some solutions have been proposed in [1] and [2] to 
reduce the multicast tree state in the core routers. 

Another issue is how to support heterogeneous QoS 
requirements within the same group. This is due to the fact that 
different multicast receivers in one multicast group may require 
a different level of QoS. Some proposals have been suggested 
in [1] and [3] to counter this problem. 

The difficulty to reserve previously suitable resources for a 
multicast group arises from the fact that in a multicast, receivers 
can dynamically join and leave a multicast group at anytime. 
Consequently, no previous reservation can be done for the 
multicast group in a DiffServ domain. When a new receiver 
joins an IP multicast group, the corresponding multicast routing 
protocol (e.g., distance vector multicast routing protocol, 
protocol independent multicast―dense mode, or protocol 
independent multicast―sparse mode) creates a situation where a 
new sub-tree, which connects the new receiver to the already 
existing multicast tree, expands the multicast tree. As a result of 
tree expansion and a missing per-flow traffic profile in the core 
routers, the new receiver will implicitly affect the currently 
provided QoS level of the other receivers (with correct 
reservations) if the additional amount of resources consumed by 
the new part of the multicast tree are not taken into account. This 
is called the neglected reservation sub-tree problem (NRS) [3]. 
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In this paper, we propose a solution for the NRS problem. 
The advantage of the proposal presented consists of using a 
distributed stateless admission control in the edge routers in 
order to check resource availability before a join request is 
accepted, instead of using the centralized control entities [2], 
[4]. In addition, since DiffServ core routers can not support any 
explicit signaling, a mobile-agents-based approach is used here. 

Mobile software agents provide a new and useful paradigm 
for distributed computing. A mobile agent is defined as a small 
program that can move between two nodes. It works 
autonomously toward a goal and interacts with other agents 
and its environment. The use of mobile agents allows the edge 
routers to take stateless admission control for multicast traffic 
in a distributed and dynamic fashion. The expansion of the 
existing multicast tree consists then of checking resource 
availability before a join request is accepted and consequently 
finding a feasible best QoS-compliant path. This is decided by 
a cooperative and parallel task of the mobile agents launched 
by the edge router upon receiving a join request. 

The rest of this paper is organized as follows. Section II 
describes related work and motivations. In section III we 
present a set of simulations in order to prove the NRS problem. 
In sections IV, V, and VI, we discuss our solution in detail and 
present the proposed algorithm. In section VII, we present a 
performance study and simulation results. Finally, our 
conclusions and future work are presented. 

II. Related Work 

Recently, there have been several proposals for a multicast in 
DiffServ. In this section, we present some background on 
multicasting in a DiffServ domain. We classify and review 
briefly a number of proposals and highlight the needs that 
motivate our work. 

The approaches proposed in [2] and [4] consist of using a 
centralized management entity (tree manager or multicast 
broker). Moreover, this entity must have detailed knowledge of 
the current multicast tree topologies and resources available in 
order to make admission control decisions and determine the 
involved branching points. In addition, it must treat the join and 
leave messages for all active groups in the domain. 

DSMCast (DiffServ MultiCast) [1] uses an encapsulation- 
based approach. This approach does not require any state 
information in the core routers. Rather, it introduces an additional 
header because it embeds the multicast information within the 
multicast packet itself. The other weakness is that the edge router 
has to keep detailed knowledge of the current multicast tree 
topology and corresponding DSCP (differentiated service code 
point) for each link. 

In [5], a probe-based approach is used to convey at the edge 

routers the information that the network is congested and that a 
new flow cannot be accepted. This proposal is based on an 
extension of protocol independent multicast―sparse mode, in 
which the routing topology is known from unicast routing. 
Consequently, multicast tree construction doesn’t take into account 
that resources in other paths may be released and are therefore 
available while resources in the domain change dynamically. 

III. Neglected Reservation Sub-tree Problem 

In order to clarify the existence of the NRS problem, we 
provide a set of simulations made using the NS2 simulator. The 
NRS problem could occur in two different cases: when the 
branching point to extend the multicast tree is a core router or 
when it is an edge router. 

1. The Branching Point is a Core Router 

In this case, since the core router is usually not equipped with 
metering or policing functions it will not recognize any excess 
amount of traffic and will forward the new multicast flow. If 
the latter belongs to a higher priority service, such as Expedited 
Forwarding (EF) in section III.1.A and Assured Forwarding 
(AF) in section III.1.B, the result is that the bandwidth of the 
aggregate is higher than the aggregate’s reservation and it will 
steal bandwidth from lower priority services. The additional 
amount of EF/AF without a corresponding reservation is 
forwarded together with the aggregate that has a reservation. 
Figure 1 describes the topology used to prove this result when 
the branching point is a core router in each of two cases: when 
the additional multicast flow is EF and when it is AF. 

 
 

Fig. 1. The branching point is a core router (CR). 
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A. Additional EF Multicast Flow 

The sender S0 generates two shaped EF flows of 200 kbps 
each (packets of 64 bytes, constant in size) and sends them to 
multicast groups G1 and G2. Senders S1 and S2 send an AF 
traffic flow of 200 kbps and a best effort (BE) traffic flow of 
100 kbps toward d1 and d2, respectively. One static profile is 
installed in the ingress edge router ER0 with a 2×200 kbps EF 
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Fig. 2. Bandwidth sharing between CR and ER1. 
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Fig. 3. Resulting share of bandwidth. 
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Fig. 4. Packet loss between CR and ER1. 
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aggregate. 

At 30 seconds, host d3 joins G2. At 60 s, host d0 joins G1. 
Those joins are made using a reservation for the group toward 
the sender. At 80 s, host d0 joins G2 as shown in Fig. 2. The last 
join creates an additional flow. This results in no packet losses 
for EF as long as the resulting aggregate is not higher than the 
output link bandwidth. Because of its higher priority, EF gets as 
much bandwidth as needed. As a result, there is no restriction 
for EF, but other services will be extremely disadvantaged by 
this use of non-reserved resources. Their bandwidth is stolen 
by the new additional flow as is shown in Figs. 2 and 3. In this 
case, the additional 40% EF traffic caused by the last join 

preempts resources from the AF traffic, which in turn preempts 
resources from the BE traffic, shown in Fig. 2, resulting in 20% 
packet losses for the AF aggregate and a complete loss for the 
BE traffic as shown in Figs. 2 through 4. 

In all simulations, the percentage of packet loss is defined as 
(the total packet loss of the aggregate / total packets of the 
aggregate transmitted)×100. Figure 4 shows that the packet 
losses of both BE and AF appear at 80 s, corresponding to the 
time when d0 joins G2. 

B. Additional AF Multicast Flow 

The sender S0 generates two shaped AF flows of 200 kbps 
each (packets of 1500 bytes, constant in size) and sends them 
to multicast groups G1 and G2. Senders S1 and S2 generate an 
EF traffic flow of 200 kbps and a BE traffic flow of 100 kbps 
toward d1 and d2, respectively. One static profile is installed in 
the ingress edge router ER0 with a 2×200 kbps AF aggregate. 

 

 

Fig. 5. Bandwidth sharing between CR and ER1. 
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At 30 s, host d3 joins group G2. At 60 s, host d0 joins group G1. 
These joins are made using a reservation for the group toward 
the sender. At 80 s, host d0 joins group G2 as shown in Fig. 5. 

Figures 5 and 6 show that other services with even lower 
priority can be reduced in their quality (in this case the best-effort 
traffic is discarded completely). In addition, other traffic such as 
AF can also be disadvantaged. As shown in the example, the 
services aggregate causing the problem (AF) can itself be 
affected by packet loss (20% of the AF aggregate is discarded). 

 
 

Fig. 6. Resulting share of bandwidth. 
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In Fig. 7, a small packet appears at 50 s, which corresponds to 
the time when d0 joins G1. This is due to multicast traffic 
flooding G2. At 80 s, AF packet loss appears and BE packet loss 
increases. 
 

 

Fig. 7. Packet loss between CR and ER1. 
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2. The Branching Point is an Edge Router 

In contrast with the core routers, the policing component in 
the egress router can recognize any excess amount of traffic 
and then discard packets until the traffic aggregate conforms to 
the traffic contract. But while discarding packets, the router 
cannot identify the responsible flow (because of a missing flow 
classification functionality at this level), and therefore it 
randomly discards packets whether they belong to a correctly 
reserved flow or not. As a result, there will no longer be any 
service guarantee for the reserved flows. Figure 4 describes the 
topology used to prove this result when the branching point is 
an edge router in each of two cases: where the additional 
multicast flow is EF and when it is AF. 
 

 

Fig. 8. The branching point is an edge router (ER1). 
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A. Additional EF Multicast Flow 

The sender S0 generates two shaped EF flows of 200 kbps 

each (packets of 64 bytes, constant in size) and sends them to 
multicast groups G1 and G2. Senders S1 and S2 send an AF 
traffic flow of 200 kbps and a BE traffic flow of 100 kbps 
toward d1 and d2, respectively. In the egress edge router ER1, 
one profile has been installed for the output link to ER3, 
permitting a 200 kbps EF aggregate. 

 
 

Fig. 9. Bandwidth sharing between ER1 and ER3. 
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Fig. 10. Resulting share of bandwidth. 
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Fig. 11. Packet loss between ER1 and ER3. 
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At 30 s, host d4 joins G2. At 60 s, host d0 joins G1. Those 
joins are made using a reservation for the group toward the 
sender. At 80 s, host d0 joins G2. Figures 9 and 10 show the 
resulting share of bandwidth in the case where EF is used for 
the flow causing the NRS problem, assuming that the 
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additional traffic would use another 40% of link bandwidth. 
Figures 9 and 10 illustrate that the resulting EF aggregate (80% 
of the outgoing link bandwidth) is throttled down to its 
originally reserved 40%. In this case, the amount of dropped 
EF bandwidth is equal to the amount of excess bandwidth. 
From Figs. 10 and 11, it is clear that the complete EF aggregate 
is affected by packet loss. The other services, e.g., AF or BE, 
are not disadvantaged. 

In Fig. 11, a small packet loss appears at 60 s when d0 joins 
G1. This is due to multicast traffic flooding G2. At 80 s, EF 
packet loss continues increasing. 

B. Additional AF Multicast Flow 

The sender S0 generates two shaped AF flows of 200 kbps 
each (packets of 1500 bytes, constant in size) and sends them 
to multicast groups G1 and G2. Senders S1 and S2 send an EF 
traffic flow of 200 kbps and a BE traffic flow of 100 kbps 
toward d1 and d2, respectively. In the egress edge router ER1, 
one profile has been installed for the output link to ER3, 
permitting up to 200 kbps AF. One static profile is installed in 
the ingress edge router ER0 with a 2×200 kbps AF aggregate. 

At 30 s, host d4 joins G2. At 60 s, host d0 joins G1. Those 
joins are made using a reservation for the group toward the 
sender. At 80 s, host d0 joins G2 as shown in Fig. 12. Only the 
join of host d0 to G2 has no admitted reservation.  

Figures 12 and 13 show the resulting share of bandwidth in 
the case when AF is used for the flow, causing the NRS 
problem (assuming that the additional traffic would use another 
40% of link bandwidth). Figures 12 and 13 illustrate that the 
resulting AF aggregate (80% of the outgoing link bandwidth) is 
throttled down to its originally reserved 40%. Figures 13 and 
14 show that AF is now affected by discards and that the 
remaining services will get their guarantees. In either case, 
packet losses are restricted to the misbehaving service class by 
the traffic meter and policing mechanisms in the edge routers. 
 

 

Fig. 12. Bandwidth sharing between ER1 and ER3. 
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Moreover, the latter problem occurs only in egress edge routers 
because they are normally responsible to make sure that no 
more traffic leaves the DS domain than the following ingress 
edge router will accept. Therefore, those violations of service 
level agreements will be already detected and processed in the 
egress edge routers. In Fig. 14, a small packet loss appears at 
60 s when d0 joins G1. This is due to multicast traffic flooding 
G2. At 80 s, AF packet loss continues increasing. 
 

 

Fig. 13. Resulting share of bandwidth. 
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Fig. 14. Packet loss between ER1 and ER3. 
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IV. Description of the Proposed Solution 

Since no previous reservation can be done for the multicast 
group (dynamic join and leave), the proposed approach consists 
of using a distributed stateless admission control in the edge 
routers. It is distributed because this increases dependability of 
the network by avoiding the point of failure of the centralized 
control entities [2], [4] and stateless because no per-flow 
reservation state can be employed in DiffServ. In addition, since 
DiffServ core routers cannot support any explicit signaling, we 
use a mobile-agent-based approach to decide whether a new 
member can or cannot be accepted in the domain depending on 
resource availability. Then, the multicast tree is expanded by a 
new sub-tree, which connects the new receiver. The best QoS 
path finding algorithm used in this article is based on a colony of 
mobile agents deployed for the actual discovery of QoS-
compliant routes. The other benefits of this scheme are that the 
multicast tree construction doesn’t depend on the unicast routing 
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protocol since the mobile agent carries the list of visited nodes 
and current link states. This achieves scalability by significantly 
reducing the communication overhead of constructing a 
multicast tree, providing a good resource management 
mechanism by selecting the best QoS-compliant path to connect 
the new member to the existing multicast tree. Therefore, it 
doesn’t require global link-state information or global topology 
knowledge. 

V. QoS Path Finding Using Mobile Agents 

The process of adding a new branch to the multicast tree 
starts when an edge router receives a request to join a multicast 
group. If the edge router is part of the group already, the 
connection is established locally. If the edge router is not part of 
the group, a feasible path searching algorithm is employed to 
connect the new member to the available tree.  

The feasible QoS path finding algorithm proposed here 
consists of using a coordinated colony of mobile agents 
launched from the edge router. The proposed algorithm is 
inspired from the algorithm proposed in [6], where a similar 
mobile-agent-based approach is used to establish a multipoint-
to-point tree in order to decide on the merging point in MPLS. 
The algorithm proposed here is used to establish a point-to-
multipoint tree (multicast tree). 

Rule 1. An agent clones itself only on links satisfying the 
bandwidth required [6], [7]. 

Rule 2. An agent is allowed to continue its travel if the 
distance carried is less than or equal to the one previously 
recorded (this is applied for agents coming from the same 
home node and looking for the on-tree nodes in the same 
multicast tree). 

The agent is allowed to travel only on links that meet the 
QoS constraints required. First, this allows finding only QoS-
compliant routes and second, it reduces the number of mobile 
agents. When an agent reaches a node, the agent clones itself 
into the same number of copies as the number of QoS outgoing 
links of the node. During its travel, an agent carries the list of 
visited nodes and the local variable (hops). This variable is 
used as the cost and is incremented, arriving in an intermediate 
node. The cost value is used by each node to allow any agent 
having traveled a more minimum partial distance than the one 
previously recorded by a different agent coming from the same 
home node and looking for the same multicast tree to continue 
its travel toward the destination. An agent carried a larger 
distance is discarded at any intermediate node as soon as this 
condition is detected. The distance here is the number of hops, 
but it could be any other function. This process will reduce the 

overhead created by mobile agents. 
We deduce two important results in this process: First, all 

possible QoS paths are founded. Second, the routes found are 
cycle free since if an agent returns to an earlier visited node, it 
will carry a cost larger than the previous cost recorded during 
its first visit to the same node. Therefore, it will be discarded 
(state = dies). The mobile agent stops cloning itself, even 
reaching the source of the multicast tree or an intermediate on 
the tree node. In this case, the agent doesn’t clone itself. Rather, 
it changes its state (state = backtracking) and travels back to its 
home node following back the founded path. 

Finally, the home node has the list of all the shortest paths 
from itself to the multicast tree that comply with QoS 
constraint requirements. Then, a selection process allows for 
finding the best QoS-compliant route using the cost carried by 
the agents. This procedure allows for optimizing the cost of the 
multicast tree. Then, the agent carrying the best cost (hops) 
changes its state (state = constructing) and establishes the path. 

1. Algorithm 

// Initialization 
Agent.visit_list = NULL 
Agent.home_node = home 
Agent.mcast_group = group 
Agent.required_QoS = QoS 
Agent.hops = 0 
Agent_state = Searching 
//Terminate if the source or an on-tree node reached 
while (cur_node = (mcast_src or on-tree node)) do 

Agent.visit_list.push(cur_node) 
Agent.hops+ = 1  //increment the distance traveled 
For each (i ∈ neighbors of cur_node) 

Agent.clone() through QoS-compliant links 
If Agent reach cur_node first time 

cur_node.push(Agent) 
Else If Agent.hops <= cur_node[Agent].hops 

If Agent.hops < cur_node[Agent].hops 
cur_node[Agent].hops = Agent.hops 

continue navigation 
Else Agent.state = dies 

done 
Agent.state = Backtracking 
while (Agent.visit_list≠NULL) do 

//remove last node from visit_list and move to it. 
dest = Agent.visit_list.pop() 
Agent.move(dest) 

done 
Agent.state = Constructing 
while (Agent.visit_list≠NULL) do 

Createmulticastentry(S,G)incurrent_node 
//remove first node from visit_list and move to it. 
dest = Agent.visit_list.pop() 
Agent.move(dest) 

done 
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VI. Connection Establishment 

We will examine how the new path is established after the 
searching phase has been completed. 

1. Since all paths previously discovered are QoS compliant, 
the edge router selects the best candidate according to the cost 
collected by the set of backward agents. 

2. The edge router sends a constructing agent to the selected 
candidate. The constructing agent traverses the path in the 
opposite direction and establishes a routing state along the 
selected path. 

3. When the selected candidate (source or on-tree router) 
receives the constructing agent, it starts transmitting data 
packets on the newly set-up path towards the edge router. 

VII. Leaving a Group 

A leave request is sent through the same protocol that 
communicated the join request. Whenever a router receives a 
leave request from a host, it removes the link from the 
distribution tree and checks whether it has become a leaf of the 
related tree. If so, it sends an agent “prune” up the tree and 
removes the state for the tree from its database, thereby ceasing 
to be an on-tree router for that tree. 

VIII. Simulation Results 

1. Random Graph Generation 

To ensure that the simulations of the effects of the different 
routing algorithms are fairly evaluated, random graphs with 
low average degrees are constructed. The nodes are randomly 
connected with the probability function: 

       )),(exp(),(
L

vudvuP
ρ

λ −
= ,             (1) 

where d(u,v) is the distance between nodes u and v, and L is the 
maximum possible distance between any pair of nodes. The 
parameters λ and ρ with a range of (0,1] can be modified to 
create the desired network model. For example, a large value 
for λ gives nodes with a high average degree, while a small 
value for ρ increases the density of shorter links relative to 
longer ones. In our simulation, λ and ρ are set to 0.25 and 0.2, 
respectively, to simulate a large network such as the Internet. 
We use the bandwidth of the link between nodes u and v as the 
cost of the edge. The bandwidth capacity of each edge is 
randomly generated in [0,10] Mb. 

2. Performance Analysis 

The algorithm previously described in section V.1 has been 
implemented using an NS2 simulator. Topologies with 100 
nodes and different maximum branching degrees were used in 
the simulations. The state of each directed link is randomly 
generated. A dynamic scheme was created and implemented to 
simulate a number of random receivers requesting to either join 
or leave an existing multicast tree. Each point in Figs. 15 and 16 
is the result of 500 simulations. In each simulation run, a source 
and a set of 10 multicast receivers were randomly generated. The 
receiver’s QoS requirement is fixed for each link’s success ratio 
(what percent of links meet the new receiver QoS requirements). 
For each data point plotted, we run the simulation 100 times. We 
have mainly focused on the success ratio per join as a measure of 
performance, which is defined as follows: 

requestsjoinofnumberTotal
acceptedrequestsjoinofNumberratioSuccess =   (2) 

Figure 15 compares the success ratio per join of the 
algorithm described in section V.1 using topologies with 
different maximum branching degrees (MBDs). 

We provide a case study on how the MBD affects 
performance. As shown in Fig. 15, a larger MBD results in a 
better success ratio. This is due to the fact that with a high 
MBD we have a greater chance to find a feasible path. 
Consequently, this introduces a larger overhead as shown in 
Fig. 16. Then, a good tradeoff between the success ratio and the 
agent’s overhead would be required and the concept of MBD 
could be used in the algorithm shown in section V.1 in order to 
optimize the overhead. 

 
 

Fig. 15. Success ratio per join using topologies with different 
maximum branching degrees. 
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Fig. 16. Mobile agent’s overhead. 
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IX. Conclusion 

In this paper, we present a set of simulations in order to prove 
the neglected reservation sub-tree problem. To solve this 
problem, we propose a distributed stateless admission control to 
avoid the point of failure of centralized control entities [2], [4]. In 
addition, since no explicit signaling can be used in DiffServ, a 
mobile agents approach is proposed in this paper. Mobile agents 
work in parallel and cooperate in order to find a feasible path 
from the new member to the multicast tree. The algorithm 
doesn’t depend on the unicast routing protocol and requires no 
intermediate routers to exchange a link’s state information. 

Future work will focus on how to reduce the number of 
agents in the network and the bandwidth consumed by them. 
More efficient techniques have to be investigated and tested. 
Complex methods might imply an increased computational 
complexity of the agent algorithms. A deeper investigation and 
trade-off analysis would be required to establish an adequate 
equilibrium between these important factors. 
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