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Abstract: To realize high-speed intrusion detection by accommodating many regular expression 
(regex)-based signatures and growing network link capacities, we propose the Service TimE–
Aware Load-balancing (STEAL) algorithm. This work is motivated from the observation that 
utilization of a many-core network intrusion detection system (NIDS) is influenced by unfair 
computational distribution among many-core NIDS nodes. To avoid such unfair computational 
distribution, STEAL is designed to dynamically distribute a large volume of traffic among many-
core NIDS nodes based on packet service time, which is represented by the deep packet time in 
many-core NIDS nodes. From experiments, we show that compared to the commonly used load-
balancing algorithm based on arrival rate, STEAL increases the number of received packets (i.e., 
decreases the number of dropped packets) in many-core NIDS. Specifically, by integrating an open 
source NIDS (i.e. Bro) with STEAL, we show that even under attack-dominant traffic and with 
many signatures, STEAL can rapidly improve the performance of many-core NIDS to realize high-
speed intrusion detection.     
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1. Introduction 

The signature-based network intrusion detection 
system (NIDS) has been successful at detecting various 
attacks in networks [1]. Also, to detect intrusion packets at 
high speed, signature-based NIDS [2-4] and related 
technologies [5-19] have been widely deployed. However, 
owing to the increase in mutant intrusion packets and 
growing network link capacities, it is still difficult to 
process a large volume of traffic in real time. The 
challenges in realizing high-speed NIDS can be broadly 
classified into (1) how to design the deep packet inspection 
(DPI) engine for fast signature matching, and (2) how to 
process a large volume of traffic in parallel. DPI in 
signature-based NIDS is a form of packet inspection that 
examines the header and t+he data (or payload) of a packet 
by comparing it with a set of known attack patterns 
(hereafter called signatures). 

Current signatures are written using regular expression 
(regex) to represent many variants of attack packets. DPI 
time mainly depends on the signature-matching time from 
comparisons with the predefined NIDS ruleset, i.e., a 
collection of signatures commonly composed of signatures 
corresponding to an application protocol (i.e. port). To 
realize fast intrusion detection by accommodating 
regexbased signatures, research on high-speed DPI 
algorithms has been conducted [5, 6]. However, if we 
implement such an algorithm into a single-core NIDS, DPI 
time is limited by utilization of the single core, and thus, 
the number of packets that are inspected by the NIDS in 
real time would be limited. To increase the number of 
packets, we can operate a many-core NIDS, where a node 
operates on a single core of a many-core processor [7-19]. 
In this paper, by focusing on the fact that the DPI time for 
processing a large volume of traffic, not a single packet, 
can be mainly influenced by utilization of each core, we 
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revisit a load-balancing algorithm working with many-core 
processors for high-speed intrusion detection. 

Utilization of many-core NIDS refers to the amount of 
load processed by many-core NIDS nodes, and depends on 
the ratio of the packet service time (or packet service rate) 
to the packet arrival rate, where the packet service time is 
represented by the DPI time. Let us assume that the 
number of cores when implementing many-core NIDS is 
fixed. For the given packet service time, if the packet 
arrival rate in each core increases, utilization of many-core 
NIDS will decrease. However, for the given packet arrival 
rate, if the packet service time in each core decreases, 
utilization of many-core NIDS will increase. This fact 
implies that if we decrease the packet service time in each 
core, we can increase the number of packets that are 
inspected by many-core NIDS. Thus, we focus on how to 
decrease the packet service time in each core to accelerate 
DPI for a large volume of traffic. 

The research in this work is motivated by the 
observation that utilization of many-core NIDS is 
influenced by uneven computational distribution among 
many-core NIDS nodes. Specifically, the load-balancing 
algorithms based on packet arrival rate can cause a long 
DPI time in many-core NIDS. However, if we uniformly 
distribute packets into many-core NIDS nodes based on 
packet service time, DPI time in many-core NIDS can be 
minimized, and then, utilization of many-core NIDS will 
be maximized. 

Let us consider the example in Fig. 1. Incoming 
packets consist of hypertext transfer protocol (HTTP), file 
transfer protocol (FTP), and simple mail transfer protocol 
(SMTP) packets, where the number of each is four, and a 
many-core NIDS operates on four cores. Also, HTTP, FTP, 
and SMTP signatures (with the fractions 0.5, 0.3, and 0.2) 
are enabled by each node of a many-core NIDS. Since the 
DPI time of a single packet depends on the number of 
signatures, we assume that the average DPI time of a 
single packet for HTTP, FTP, and SMTP will take 5μs, 
3μs, and 2μs, respectively. In Fig. 1(a), even the number of 
packets (i.e. four packets) is distributed into each core 
based on arrival rate. The DPI time in many-core NIDS 
will take 15μs because computational load on each core is 
unfair. That is, the DPI time in many-core NIDS is 
influenced by the longest DPI time spent in core #1. On the 
other hand, as shown in Fig. 1(b), if an even number of 
packets (i.e. four packets) is distributed into each core 
based on the packet service time, the DPI time in many-
core NIDS will take 10μs, because it will take 10μs at each 
core. That is, by balancing the load based on the packet 
service time, we can avoid unfair computational 
distribution among many-core NIDS nodes. Thus, we can 
minimize the DPI time in many-core NIDS. 

To realize such service time–aware load balancing, we 
focus on the fact that the DPI time in many-core NIDS is 
influenced by the relationship between traffic and 
signatures, which is analyzed in this work by the estimated 
packet service time. To estimate the DPI time for a packet, 
we note that the DPI time of a packet that needs to be 
compared with many signatures will be greater than for a 
packet that needs to be compared with few signatures. 

Thus, given the rulesets, we estimate the DPI time of a 
packet by considering the influence of signatures on traffic. 
By using estimated DPI time, we find an optimal load-
balancing rule, which maximizes the number of packets 
processed by many-core NIDS on many-core processors.  

The main contributions of this paper are as follows. (1) 
By considering the influence of both traffic and signature 
on the performance of many-core NIDS, we propose the 
Service TimE-Aware Load-balancing (STEAL) algorithm 
for high-speed intrusion detection. (2) This work 
demonstrates that compared to the commonly used load- 
balancing algorithm based on packet arrival rate, STEAL 
increases the number of received packets, i.e., decreases 
the number of dropped packets, in many-core NIDS. (3) 
To the best of our knowledge, this work is the first 
approach that models the influence of both traffic and 
signature on DPI time to maximize the number of packets 
processed by many-core NIDS. 

This paper is organized as follows. In Section 2, we 
overview the related works on software-based load 
balancers for high-speed intrusion detection in many-core 
NIDS. After showing a functional system architecture of 
many-core NIDS working with STEAL in Section 3, we 
describe the operation of STEAL in Section 4. In Section 5, 
we show the evaluation results in terms of the number of 
processed packets. Finally, we conclude the paper in 
Section 6. 

 

Core
#1

Core
#2

Core
#3

Core
#4

Load Balancer

IDS

External
Network

Internal
Network

tap

(a) Load balancing based on the packet arrival rate for         
many-core NIDS 

 

Core
#1

Core
#2

Core
#3

Core
#4

IDS

Load Balancer

STEAL

External
Network

Internal
Network

tap

(b) Load balancing based on the packet service time for        
many-core NIDS 

Fig. 1. Comparison of load balancers combined with 
many-core NIDS (a) based on the packet arrival rate, (b) 
based on the packet service time (proposed). Here, 
white, grey, and slashed circles represent HTTP, FTP 
and SMTP packets, respectively, and the dotted line 
indicates an update of the new load-balancing rule. 



IEIE Transactions on Smart Processing and Computing, vol. 5, no. 3, June 2016 

 

171

2. Related Work 

Since STEAL is designed to balance the load in 
software-based many-core NIDS on multi-core processors, 
we describe software-based load balancers for high-speed 
intrusion detection. Kruegel et al. adopted a static load-
balancing algorithm to scatter packets across software-
based NIDS nodes based on flow properties [7]. A round-
robin scheduling scheme was adopted for data parallelism 
on a server platform equipped with 2 Dual-Core Intel Xeon 
Processors [10], and Flow Static Hash (FSH) was used to 
share the load among the packet-processing threads [11]. 
Static hashing methods, which analyze network and 
transport layer header fields, were used to determine the 
NIDS nodes for forwarding the packets [9]. Based on a 
priority model, Limmer and Dressler proposed a load-
balancing approach for specific environments where 
available computational power cannot cope with incoming 
data rates [15]. Jiang et al. proposed ruleset partition 
balancing (RPB) [18], which partitions the NIDS ruleset 
rather than the traffic. 

Dynamic flow-based load balancers MIDeA [14] and 
Kargus [16] were designed using a graphics processing 
unit (GPU). While the raw performance of GPUs is much 
higher than CPUs, they are not well-suited to 
implementing algorithms with several branches, which are 
unfortunately common in protocol processing in NIDS. A 
dynamic flow-based load-balancing scheme called Join-
the-Shortest-Queue (JSQ) was used in the Para-Snort 
system [13]. Also, by using the large ring buffer pools in 
the kernel to accommodate captured packets, the WireCAP 
[19] load balancer was designed to address the packet-drop 
problem of packet capture in a high-speed network. To 
dynamically dispatch incoming traffic to the available 
sensors, Colajanni and Marchetti [8] proposed a dynamic 
load-balancing algorithm that can dynamically reassign an 
already established connection to an arbitrary sensor. Also, 
to exploit the multi-core computation power in many-core 
NIDS, Haiyang et al. [17] adopted a hybrid parallel 
architecture combining data and pipeline parallelism. 
However, such adaptive flow-based load-balancing 
schemes that are based on traffic arrival rate cannot fully 
resolve the load-imbalance problem as the flows exhibit an 
intrinsic large imbalance [12], and the DPI time varies 

according to the relationship between traffic and signatures. 
To resolve these issues, STEAL is designed to consider the 
influence of both traffic and signatures on DPI time.  

3. Functional System Architecture 

As shown in Fig. 2, the illustrative architecture for 
many-core NIDS consists of three functional blocks: load-
balancing event analysis and rule-generation blocks. Here, 
the functional modules that are directly influenced by 
STEAL are marked by the grey boxes. In the load-
balancing block, incoming packets are captured by using 
the libpcap library. After being distributed into each core 
by the service-time load-balancing module, the captured 
packets are compared with signatures according to the 
intrusion detection policy. In the event-analysis block, if 
the packet payload does match one or more signatures at 
one of the many-core NIDS nodes, the packet is identified 
as malicious. While inspecting the incoming packets, each 
many-core NIDS node in the event-analysis module 
generates the metadata of every packet, which consists of 
the transport and network header information. All packet 
metadata are sent to the rule-generation block, and the 
number of packets with the same port number is computed 
in the traffic analysis module. In the correlation analysis 
module, the average DPI time of packets with the same 
port number is computed by considering the influence of 
the corresponding ruleset. Finally, a customized load-
balancing rule for each core is generated and assigned to 
the service time–aware load-balancing module. 

4. Service Time-aware Load Balancing  

In this section, we describe operation of STEAL. 
Terms and notations used in this paper are summarized in 
Table 1. 

4.1 Overall Operation 
To dynamically assign every load-balancing rule for 

many-core NIDS nodes, STEAL analyzes signatures and 
incoming traffic as shown in Fig. 3. In the system startup, 
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Fig. 2. Functional blocks of many-core NIDS, where the grey-colored boxes represent the proposed functional 
modules. 
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many-core NIDS balances traffic by using a load-balancing 
rule that is designed based on the packet arrival rate (: 
InitialLBRule()). Many-core NIDS also computes the 
statistics of the enabled signatures (: SigAnal(S)). Since 
the set of signatures does not change while many-core 
NIDS is working, this function is executed only once. If a 
certain condition that influences the overall DPI time of 

many-core NIDS is satisfied while many-core NIDS works 
with the initial load-balancing configuration, the statistics 
of incoming packets within a time period is computed (: 
TrafficAnal(P)). By using the statistics of signatures and 
packets, the average DPI time of packets with the same 
port number is estimated (: CorrAnal(rS, rP)), and then, a 
new load-balancing rule is generated (: RuleGen(PL)). 
Finally, after the new load-balancing rule is assigned (: 
RuleUpdate(R)), many-core NIDS processes packets with 
the reassigned rule. 

4.2 Detailed Operation 
1) Signature Analysis: In Fig. 4, we show how to 

analyze signatures. When a set of rulesets, S, is given, we 
compute i

SN  and then compute sN . To know rulesets iS , 
which will take a relatively long DPI time while 
comparing packets, we compute i

Sr  by using i
SN  and sN . 

This is because if 80
Sr  and S is larger than 23

Sr , a packet 
with port number 80 is compared with more signatures, 
and thus, takes a longer DPI time compared to a packet 
with port number 23. Here, the performance of the 
algorithm is dependent on the number of intrusion 
signatures, sN . Thus, the computational complexity of the 
algorithm is O( sN ). 

2) Event Trigger: When an adequate number of 
packets, which can influence overall DPI time of many-
core NIDS, has been monitored or a certain time period 
has elapsed, an event for dynamic rule configuration is 
triggered. Also, we note that an event-trigger condition can 
be designed by observing the number of packets. That is, 
an adequate number of packets for triggering an event can 
be identified as the number of packets that almost exceeds 
utilization of a single many-core NIDS node. In Fig. 5, we 
show how such an event is generated after a certain time 
period, TTH, has elapsed. If the monitored time period TP 
exceeds TTH, an event is triggered, where Trigger() returns 
the binary value ‘TRUE’. 

3) Traffic Analysis: The DPI time of many-core NIDS 
increases as the number of packets that should be 
compared with rulesets increases. Thus, as shown in Fig. 6, 
we analyze the metadata of the packets that are inspected 
in every core, and then, compute the ratio of i

PN  and PN  , 

Table 1. Notation. 

Terms Description 

,i jS  A signature j  targeting port i  

iS  A ruleset consisting of ,i jS  

i
SN  Number of signatures in iS  

S  Finite set of rulesets iS  

sN  Number of signatures in S  
i

Sr  Ratio of i
SN  and sN , where i

Sr  = i
SN / sN  

sr  Finite set of i
Sr  

PT  Learning time period for packet collection 

  P HT  Threshold time for triggering rule configuration 

 i jp  A packet j  with port number i  

iP  Finite set of packets consisting of  i jp  collected during PT

i
PN  Number of packets in iP  

P  Finite set of packets consisting of  iP  

PN  Number of packets in P  
i

Pr  Ratio of i
PN  and PN , where ir  = i

PN  / PN  

Pr  Finite set of i
Pr  

i
ST  Estimated service time for iP  

ST  Finite set of estimated service time i
ST  

CR  Load balancing rule for filtering packets on core C  

R  Finite set of CR  

PL  Finite set of time-dominant ports 

PL  Finite set of port numbers not belonging to PL  
i
PLN  Number of packets where port number i  belongs to  PL
j

PL
N  Number of packets where port number j  belongs to PL

CN  Number of cores in many-core NIDS 

 

Fig. 3. Service time–aware dynamic load balancing. 

Fig. 4. Signature analysis based on port number i. 
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i.e. i
Pr .  

The performance of the algorithm is mainly dependent 
on the number of packets, PN . Thus, the computational 
complexity of the algorithm is O( PN ). To improve the 
accuracy of STEAL, we may consider the influence of the 
size of the packets. However, the computational 
complexity of the algorithm also depends on the maximum 
size of the packets. 

4) Correlation Analysis: In Fig. 7, we show how to 
estimate the DPI time for a packet with port number i. In 
this process, we note that when a set of rulesets is given, 
the DPI time of many-core NIDS increases as the number 
of packets that should be compared against many 
signatures increases. That is, since the DPI time of a 
packet is influenced by the relationship between packets 
and signatures, we consider the influence of both sr  and 

Pr  on DPI time. Also, since the influence of packets and 
signatures on DPI time is different, we compute estimated 
DPI time TiS by considering the importance of each factor, 

i.e., Sw  and Pw  , where Sw  + Pw  = 1. After sorting ST  in 
decreasing order, we compose PL with n number of ports 
with the higher order. 

5) Load-Balancing Rule Generation: By referring to 
PL, 

we generate the customized load-balancing rule for 
each core, i.e. RC, as shown in Fig. 8. When configuring 
RC, we allocate an adequate number of cores for filtering 
the packets where the port number belongs to PL, and then, 
we allocate the remaining cores for filtering the packets 
where the port number belongs to PL . By allocating cores 
to the packets that belong to PL at first, we can rapidly 
process the packets that take a long DPI time, and thus, 
decrease the DPI time of many-core NIDS. 

6) Load Balancing Rule Assignment: As shown in 
Fig. 9, by assigning R for many-core NIDS, we make each 
many-core NIDS node accept the packets matching RC. 

5. Performance Evaluation 

To evaluate the performance of STEAL, we combine 
STEAL with the open-source Bro NIDS, which supports 
many-core NIDS operation (Bro 2.4.1). This is because 
Bro offers the flexibility to arbitrarily customize the load-
balancing rule and signatures for traffic analysis [4]. The 
current load-balancing scheme provided by Bro 2.4.1 is 

Fig. 5. Event triggering for dynamic rule generation
based on TP. 

 

Fig. 6. Traffic analysis for each port number i. 
 

Fig. 7. Estimation of DPI time. 
 

Fig. 8. Load-balancing rule generation for each core.
 

Fig. 9. Assignment of load-balancing rules for many-
core NIDS. 
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flow-based load balancing, which distributes incoming 
packets into each core by analyzing 4-tuple information of 
the packet. We combined PF RING [20] with many-core 
Bro, since PF RING is recommended [4] as a packet-
capturing plug-in to accelerate the performance of the 
dynamic flow-based load-balancing scheme. In common 
practice, let us note that the performance of NIDS is 
influenced by various conditions. Under different numbers 
of signatures, diverse traffic conditions, and various 
numbers of cores, we compared the performance of Bro 
combined with STEAL for load balancing, and PF RING 
for high-speed packet capture with that of Bro combined 
with PF RING for load balancing and high-speed packet 
capture. Also, from empirical analysis, we set up TTH to the 
average value where no packet drops occur in a single-core 
NIDS.  

5.1 Experimental Environment 
For the experiments, a Linux machine was used with a 

CPU clock speed of 2.1GHz (6-cores/processor, L3 cache 
of 15MB), main memory of 32GB, a LAN card interface 
that supports 10Gbps, and a 3.19.0-25-generic kernel. We 
measured the average number of packets processed by 
many-core NIDS in a typical search using the normal 
packet traces [21, 22]. We also measured the performance 
in an attack-dominant search using attack-packet traces [23, 
24]. Using a well-known traffic generator called tcpreplay 
[25], we iteratively generated an instantaneous large 
volume of traffic at the maximum transmission rate with 
the option ‘–topspeed’ and then, measured the average 
number of packets received and inspected by many-core 
Bro, where the default IDS configuration was used. To 
generate various rulesets with different numbers of 
signatures, we converted the Snort signature into the Bro 
signature and also generated some random synthetic 
signatures. In addition, to measure the performance of 
many-core NIDS under a dropped-packet condition (i.e. a 
stress test), we set many-core Bro to work on three cores. 
In Fig. 10, we show the experimental architecture for 
performance measurement. 

5.2 Influence of Signature 
We measured the number of packets processed by Bro 

under the increased number of signatures (from 100 to 
2500 in a step-wise manner, with size 500 on average). At 
the beginning of this process, we started the experiments 
with HTTP signatures because HTTP accounts for a large 
portion of signatures and traffic in common practice. At 
the end of this process, we continued the experiments 
together with signatures in a ruleset where the number of 
signatures was small (such as SMTP, Secure Shell (SSH) 
Protocol, and so on). From experiments under normal trace, 
as shown in Fig. 11, we obtained 40% enhancement on 
average for one normal trace [22]. We also obtained 33% 
enhancement on average for another normal trace [21]. 

From experiments under an attack packet trace [24], 
which is shown in Fig. 12, the number of packets 
processed by many-core Bro rapidly decreases as the 
number of signatures increases. However, we observe that 
many-core Bro combined with STEAL for load balancing 

can process more packets than many-core Bro combined 
with PF RING for load balancing under various traffic 
conditions. Specifically, we observe a 109% enhancement, 
on average, for one attack-dominant trace [24].  

We also observed a 124% enhancement on average for 
another attack-dominant trace [23]. From Figs. 11 and 12, 
we observe that the performance improvement of STEAL 
is much higher under attack-dominant traffic. This is 
because as the number of packets that match signatures 
increases, DPI time rapidly increases, but STEAL balances 

 

Fig. 10. An experimental architecture. 
 

0 500 1000 1500 2000 2500
0

1000000

2000000

3000000

4000000

5000000

6000000

7000000

8000000

9000000

10000000

11000000

12000000

13000000

N
um

be
r 

of
 p

ro
ce

ss
ed

 p
ac

ke
ts

Number of signatures

 STEAL
 PF_RING

 

Fig. 11. Performance comparison of the many-core Bro 
under normal traffic [22]. 
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Fig. 12. Performance comparison of the many-core Bro 
under attack-dominant traffic [24]. 
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the total computational loads into each many-core NIDS 
node by considering the influence of many signatures on 
DPI time. 

5.3 Influence of Traffic 
In Fig. 13, we show the performance of STEAL under 

different types of traffic. With a large number of signatures, 
we measured the number of packets processed by many-
core Bro. With many signatures and normal trace, STEAL 
obtained a 6% enhancement for one normal trace [21] and 
a 29% enhancement for another normal trace [22] on 
average. Also, under many signatures and attack-dominant 
traces, STEAL obtains 161% [23] and 137% [24] 
enhancements, on average. 

5.4 Influence of the Number of Cores 
To investigate the performance of an increased number 

of many-core NIDS nodes, we measured the performance 
of many-core Bro by varying the number of cores between 
3 and 8. Under normal traffic [21] and 1,000 signatures, we 
show the numbers of packets processed by many-core Bro 
combined with STEAL and PF RING, respectively. As 
shown in Fig. 14, STEAL obtains a 22% enhancement 
with a small number of cores, but a 9% enhancement on 
average. This is because as the number of cores increases, 
the number of packets processed by many-core Bro 
increases, and thus, the difference between STEAL and PF 

RING is minimized. That is, since the number of packets is 
fixed (here, 17,140,654 packets), the number of dropped 
packets is minimized with the increased number of cores. 

6. Conclusion 

In this paper, we proposed a new load-balancing 
algorithm called STEAL for designing high-speed many-
core NIDS under normal and attack-dominant traffic. 
Motivated by the fact that utilization of many-core NIDS is 
influenced by unfair computational distribution among 
many-core NIDS nodes, STEAL is designed to 
dynamically distribute a large volume of traffic based on 
packet service time among many-core NIDS nodes. As a 
result, STEAL avoids unfair computational distribution 
among many-core NIDS nodes to realize high-speed 
many-core NIDS. From experimental results, many-core 
NIDS combined with STEAL showed good performance 
in realizing high-speed intrusion detection, even under 
attack-dominant traffic and with many signatures. From 
these observations, we believe that STEAL can easily be 
extended to support many-core NIDS. 
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Fig. 14. Performance comparison of many-core Bro 
with different numbers of cores. 
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