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Automatic container code recognition from a captured 
image is used for tracking and monitoring containers, but 
often fails when the code is not captured clearly. In this 
paper, we increase the accuracy of container code 
recognition using multiple views. A character-level 
integration method combines recognized codes from 
different single views to generate a new code. A decision-
level integration selects the most probable results from the 
codes from single views and the new integrated code. The 
experiment confirmed that the proposed integration 
works successfully. The recognition from single views 
achieved an accuracy of around 70% for the test images 
collected on a working pier, whereas the proposed 
integration method showed an accuracy of 96%. 
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I. Introduction 

A shipping container is a standardized steel box that carries 
and stores freight. Containers are widely used by transportation 
and trading companies owing to their safety and efficiency. 
There are over 17 million containers in the world, and each one 
has a unique code consisting of four characters, six numbers, 
and a check digit for identification. The format of such codes 
has been standardized as ISO 6346 [1]. The flow of a container 
is tracked by reading the code printed on its five exposed sides. 
Automatic container code recognition (ACCR) systems have 
been developed for automated transportation or the monitoring 
of container flows. The two most popular solutions are radio 
frequency identification (RFID) and optical character 
recognition (OCR) technologies. These solutions have their 
own relative strengths and weaknesses. An RFID-based 
solution has nearly perfect accuracy, but requires high 
installation and maintenance costs. An OCR-based solution has 
a lower accuracy of under 95%, but does not require an 
installation of tags on the containers. 

In this paper, we focused on OCR-based container code 
recognition. Existing studies on ACCR have reported 
accuracies of around 92% [2], [3]. The primary reason for this 
low accuracy is that the codes printed on the planes become 
damaged or contaminated because of rust and structural 
damage from rough handling and exposure to sea water. To 
increase the accuracy, we propose container code recognition 
from multiple views. Previous studies have recognized a single 
image per container, and thus identifying containers is often 
impossible when the code in an image is not sufficiently clean. 
The proposed method looks into a container using multiple 
view optics, and integrates the recognition results not only at 
the decision level but also at the character level. 
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Fig. 1. Configuration of the cameras capturing each plane of a
container. Five cameras are installed to capture the top,
front, rear, left, and right planes. Image capturing is
triggered by infrared sensors.  

 

 

Fig. 2. Samples images of (a) top, (b) front, (c) left, (d) right, and
(e) rear views. 
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The gates of a pier are used as a targeting site. Trucks 

carrying containers go through the gates to load the containers 
onto ships. Currently, office workers check the codes by sight 
to determine whether the containers are passing through the 
correct gates. However, people can make mistakes. Although 
the frequency of such mistakes is not very high, a single 
mistake can be costly. At this point, ACCR helps in reducing 
such mistakes by double-checking the codes. An entrance gate 
has five CCTV cameras capturing the top, front, rear, left, and 
right planes of a container placed on a truck. The configuration 
of the cameras and some sample images are shown in Figs. 1 
and 2, respectively.  

In the following sections, we first review existing methods 
for recognizing codes in natural scene images and information 
fusion methods. Section III introduces our code recognition 
algorithm used for a single view, and Section IV describes how 
we combine the results from multiple views. Experimental 
results are then shown in Section V.  

II. Related Works 

OCR in natural scene images has been widely studied for 
license plates, signboards, road signs, and other items. The 
conventional pipeline of these processes includes localization 
of the regions of interest, character segmentation, and character 
recognition. For the first localization step, many studies have 
used edge statistics based the fact that the characters have more 
edges than other parts of an image [4]. Some studies have 
additionally used mathematical morphology [5] and a heuristic 
blob analysis [3]. Localizations using appearance learning have 
recently been increasing in popularity [4]. This method looks 
into numerous images of regions of interest and trains a 
classification model, which determines whether an input image 
is a region of interest or a background region. Signboards in 
street view images are successfully found using appearance-
based detection [6]. The character segmentation step is used to 
find the exact position of the characters from a region of 
interest found in the localization step. A segmentation scheme 
that uses a connected component analysis from binary images 
has been used in many studies [4], [7]. The segmentation often 
fails in natural scene images since damaged characters and 
unexpected noises may exist. Different approaches for better 
segmentation have been proposed. Local binarization [8], 
combining multiple binary images [9], and pixel projection 
with post-processing methods [3] have worked successfully. 
The last step is character recognition, and has been well studied 
in the field of document analyses and handwritten character 
recognition [10]. Characters on license plates and road signs 
are in a fixed font, and thus the character recognition is not 
problematic. Containers also use few sets of different fonts. 

Container code recognition has been studied in a few papers. 
Wu and co-workers implemented a complete process of code 
localization, character segmentation, and recognition [3]. They 
found the codes from a text-line analysis, and a histogram of 
the vertical projection of a binary edge image then segmented 
the characters. This work also suppresses the reflections 
generated by the zigzag patterns of the containers during the 
character segmentation step. Another study on recognizing the 
rear surface of the containers proposed the use of a character 
segmentation method using a dynamic design that recursively 
finds the optimal segmentation by considering the character 
likelihood and space between characters [2]. 
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Recognition systems using multiple views, multiple 
instances, or multiple modalities have been studied. A survey 
paper providing an overview of fusion information describes 
two different levels of fusion [11]. Feature-level fusion 
combines features in multiple sources, and a classifier is used 
to conduct an analysis. In a decision-level fusion, each source is 
analyzed independently, and an aggregator gathers the results 
and makes a final decision. A few studies have introduced the 
use of multiple views for computer vision problems. The 
recognition of objects, faces, and gaits uses multiple views to 
reduce the negative effect of the viewing angles [12], [13]. 
Multiple views are also used for tracking. The use of multiple 
views reduces occlusions between objects [14]. Our study uses 
multiple views of a container along with a hybrid fusion 
method, which is a combination of feature- and decision-level 
fusion. 

III. Code Recognition from a Single View 

In this section, we describe a code recognition method from 
a single view. The recognition follows the conventional 
pipeline of code localization, character segmentation, and 
character recognition. Figure 3 shows these steps with sample 
results. For all planes, the same processes are applied, but the 
rear planes have additional handling for vertical bars. Note that 
the recognition from a single view is a baseline of the 
recognition from multiple views. The proposed algorithm, 
which uses multiple views, utilizes the recognition results of 
each plane of a container.  

1. Code Localization 

Codes are localized by grouping the characters. We used an 
appearance-based character detection that has been proven to 
be effective in license plate localization [15]. The detector finds 
characters on an input image by inspecting every region using 
a sliding window across the image. The Adaboost algorithm is 
used for training the detector, and the training set includes more 
than 40,000 character images and 260 background images 
(also known as negative images) exerted from the container 
code images. As shown in Fig. 3(a), many false detections 
occur because natural scene images have edges that look 
similar to those of numbers and alphabet characters. Based on 
these detections, we found vertical or horizontal alignments 
that indicate a container code.  

2. Character Segmentation 

In the previous code localization step, characters are detected 
from natural scene images, but the accuracy is insufficient. 

 

Fig. 3. Code recognition steps: (a) code localization, where the 
red rectangles show detected character regions, and the 
green dotted box shows the location of the code, (b) 
character segmentation, where the first image is the initial 
result of segmentation, and the second one is for finding 
missing blobs, and (c) the character recognition results 

HDMU  555941  5 
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Appearance-based detection tends to produce oversized and 
undersized bounding boxes. This character segmentation step 
finds more precise bounding boxes of characters. We use a 
connected component analysis (CCA) from the binary image. 
First, the input code image is binarized using Niblack’s method, 
which was proven to be more effective in character 
segmentation over conventional binarization methods [8]. Then, 
CCA finds the connected regions from the binary image. The 
blobs smaller or larger than the estimated character sizes are 
filtered out. The outlier blobs that seem to be in the wrong 
places vertically or horizontally are also excluded. After the 
filtering, the number of remaining blobs may be exactly 11 as 
the best case. For this case, we proceed to the next character 
recognition step. However, we may have fewer or more than 
11 blobs. When there are more than 11 blobs, the blobs having 
a higher score are selected. The score is defined as a 
summation of the character recognition score and the 
geometric relevance score. The geometric relevance score 
considers how much a blob fits the others in terms of the height 
and vertical position (horizontal position when the code is 
vertically written). When there are fewer than 11 blobs, we find 
missing blobs by inspecting empty spaces in front of the first 
blob, between the blobs, and behind the last blob. The sliding 
window with the same size as the other blobs inspects every 
candidate region. Regions having higher character recognition 
scores are selected as missing blobs. Figure 3(b) shows the 
sample results of finding missing blobs.  
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3. Character Recognition 

We used the character recognition algorithm described in 
[10]. The algorithm converts an input character image into an 
eight-gradient feature vector, and SVM classifies the feature 
vector as alphabet characters and numbers. There are 44 classes 
in total, that is, ten for numbers, 24 for alphabet characters, and 
ten for numbers with surrounding rectangles (check digits). 
The alphabet characters ‘I’ and ‘O’ are included in the classes 
of zero and 1. The first four characters in a code are recognized 
as alphabet characters, and the remaining characters are 
numbers. Training samples are selected from a set of container 
code images. About 135 samples are trained per class. The 
check digit, which appears last in a code, is surrounded by    
a rectangle, which makes it difficult to segment the digit 
correctly when the check digit is connected with the 
surrounding rectangle by dirt or noise. To recognize the 
connected blob, the check digit image, including the digit and 
surrounding rectangle altogether, is also included in the training 
set as a separate class.  

4. Recognition of Rear Planes 

The rear planes of the containers depicted in Fig. 2(e) have 
vertical bars for opening the doors. These bars cross the codes, 
and thus the segmentation step often selects the regions of the 
bars by recognizing them as a number 1. Therefore, we added a 
procedure to detect the vertical bars and set the region so as to 
not be selected as a character. The Hough Transform reveals 
long vertical lines from the binary edge images of a container, 
and the lines are marked as the regions of vertical bars if the 
lines cross the code region. 

IV. Integrating Results from Multiple Views 

The recognition of five planes of a container provides five 
recognition results. The results may be the same as the best 
case, but normally are not. Integrating or selecting the different 
results is not an easy task because we are not sure which one is 
correct. Herein, we propose character-level integration and 
decision-level integration of the results. The character-level 
integration produces a new code fabricated from the 
recognized codes of the planes. The decision-level integration 
finally selects one among six codes including the new code 
from the character-level integration. 

Figure 4 shows the procedure of the character-level 
integration with example results. The example input images are 
partially shaded by dirt, and thus there is no correct result from 
the single views. However, we can assemble a correct code 
because all characters are readable in at least one image. The 
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Fig. 4. Character-level integration of the code recognition results: 
(a) processing flow and (b) example results of each step.
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first step of the integration is aligning the codes. Multiple 
sequence alignment (MSA) is used to find the optimal 
alignment between the codes. The MSA technique is widely 
used in bioinformatics to compare RNA and DNA. In 
calculating an alignment, a matrix that defines the matching 
score between the characters is needed. Most simple matching 
applies a ‘1’ for two of the same characters and a ‘0’ for 
different characters. We customized the matrix to complement 
the failures of the character recognition. The output class 
probabilities of the character recognizer is used to construct the 
matrix. For instance, the classifier may give probabilities of 0.7 
for ‘2’ and 0.3 for ‘Z’ when it recognizes an image of the 
number ‘2.’ The matrix is set to the average output probabilities 
for each pairs of characters, and we then have a greater chance 
to obtain the correct alignment even when incorrect character 
recognition results are obtained. We used the SeqAn sequence 
alignment library for MSA [16].  

After MSA, a new code is generated by assembling the 
aligned codes. In the assembly, the characters in each place are 
separately compared. If the aligned codes have the same 
characters in the same place, then the new code simply follows 
the characters. When there is a conflict between aligned codes, 
the character having a higher character recognition score is 
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selected for the new code. Lastly, in the character selection step, 
the final 11 characters are selected based on the character 
recognition scores. 

Among the five original recognition results and new integrated 
result, we select one as the final result. We do not simply use the 
integrated code because it occasionally gives an incorrect result 
when a noise blob has a high character recognition score. For this 
decision-level integration, we first exclude those codes that do 
not pass the check digit test. The check digit should be calculated 
from the remaining alphabet characters and numbers [1]. A test 
of the blob arrangement is applied for codes that have passed the 
check digit test. We can examine the variances of the vertical 
positions, heights, and spaces between the characters for 
horizontally written codes as follows: 




1 11 1 11 1

3 5 9 1 11

 Score Var{ , ... , } Var{ , ... , } Var{ , ... ,

, , ... , } Mean{ , ... , },

Y Y H H Sp

Sp Sp Sp H H

  
      

(1) 
where Y is the vertical position, H is the height of the characters, 
and Spi is the horizontal space between the i-th character and 
the character immediately to the right. In addition, Sp4 and Sp10 
are not considered because their spaces are usually much 
bigger than the others. The mean height is divided to normalize 
the scores. For vertical codes, horizontal positions will be 
considered instead of vertical positions. If the variance scores 
are less than a predetermined threshold, we select the code with 
minimum variances. Note that this arrangement test is for 
codes recognized from a single view because the integrated 
code only has character information and not position 
information. If there is no code passing the blob arrangement 
test, we use the new integrated code for the final result. The 
following algorithm summarizes the overall processes. 

V. Experimental Results 

The proposed ACCR was evaluated for the test images 
corrected at a pier. We installed five cameras capturing each 
plane of a container for the gate of the pier. Conventional 
surveillance cameras were used with fish-eye lenses for the left 
and right planes because the cameras are installed in a close 
proximity to the container. The image capturing is triggered by 
a sensor that detects the entrance of a truck carrying a container. 
For all images, the perspective transformation is applied to 
make the codes appear at the correct angle. The transformation 
matrix is manually calculated from the sample images. Fish-
eye distortions in the images for the left and right planes are 
also corrected by estimating intrinsic camera parameters 
including skew and radial distortion coefficients. Figure 5 
shows warped images.  

 

Fig. 5. Results of perspective warping of images in Fig. 2. 
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Algorithm 1. Proposed Container Code Recognition from Multiple 
Views 
Input: ImgSet  {five images of the planes for a container} 
1:   for each I in ImgSet 
2:       CodeResult 1, ... , 5  RecognizeSingleView ( I ) 

3:   end 
4:     
5:   CodeResult 6  CharacterLevelIntegration (CodeResult1, ... , 5)  

6:     
7:   minVariance  MAX_VAL 
8:   for each Code in CodeResult 1, ... , 6 

9:       passed  TestCheckDigit (Code) 
10:       if passed = true then 
11:           minVariance  VarianceScore(Code) 
12:           tempResult  Code 
13:       end 
14:   end 
15:     
16:   THRESHOLD = Mean{Sp1, ... , Sp3, Sp5, ... , Sp9}/5 
17:   if minVairance < THRESHOLD 
18:       finalResult  tempResult 
19:   elseif minVairance < MAX_VAL 
20:       finalResult  CodeResult 6 
21:   else 
22:       finalResult  NULL 
23:   end 
 

We captured 1,902 containers for two consecutive days, and 
the number of images totaled 9,260. The capturing system 
occasionally failed to capture all planes, and thus there were 
about 4.87 images per container. The image resolution was 
1,920 × 1,080. 
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1. Quantitative Results 

Table 1 shows the experimental results of the baseline 
algorithm, which recognizes the images from single views, and 
the proposed algorithm integrating multiple views. The 
baseline algorithm showed a relatively low accuracy of below 
72%. We counted a code as correct when all 11 characters were 
correctly recognized. The recognition in the rear planes showed 
the best accuracy among the five planes, and the right and left 
planes showed relatively low accuracies. The codes on the rear 
planes are clearer than the others because the bars for the rear 
doors protect the code printing. In addition, the rear plane has 
no zig-zag pattern, which makes the character segmentation 
difficult. The proposed algorithm using multiple views showed 
a superior accuracy of over 96%. A total of 1,808 of the 1,902 
containers were correctly recognized. We also tested the 
proposed algorithm without the use of character-level 
integration, and used only decision-level integration. The 
degradation of the performance was about 3%.  

From the fact that each view has different accuracies, we also 
tested an integration method that gives penalties to those views 
having a low accuracy. The character recognition scores for 
each view are decreased before MSA by the different amounts, 
which are inversely proportional to the single-view accuracies. 
However, there was no improvement over the use of no score 
penalties. 

The recognition rates for a number of involved images are 
shown in Fig. 6. Clearly, if we use more images per container, 
we obtain a higher accuracy. The planes having a higher 
accuracy are first applied, and thus the gains in the accuracies 
declined.  

Table 2 compares the performance of the proposed method 
with previous studies. It is worth noting that these studies used 
different datasets and environments. There is no public test 
database for ACCR, and thus we cannot directly compare the 
results. Kumano and co-workers showed a recognition rate of 
92.8% for the rear planes, which is much higher than our result 
of 71.44%. We built a baseline algorithm for a single view that 
can be applied to all of the top, front, rear, left, and right planes. 
In contrast, previous studies used an optimized algorithm on 
the specific planes of interest, and used the dictionary of the 
owner codes, which is the first four alphabet characters in a 
container code, to correct the codes. Therefore, this difference 
in approach creates a gap in accuracy between the previous and 
our own studies. Our main contribution is that we achieved 
96% accuracy by combining low-accuracy results with the 
means of the character-level and decision-level integration. 

The processing time of the proposed algorithm is 3 s per set 
of five container images on a 3.0 GHz PC and a single-thread 
environment. Recognizing one plane without integration takes 

Table 1. Recognition accuracies from single and multiple views.

Method Accuracy (%) 

Top 56.33 

Front 47.71 

Rear 71.45 

Left 42.45 

Recognition from  

a single view 

Right 39.51 

Proposed algorithm using multiple views 
without character-level integration 

93.33 

Proposed algorithm using multiple views 96.20 

 

Table 2. Comparison with previous studies 

Reference Recognition approach Dataset Accuracy (%) 

[2] 
Dynamic design of character 

segmentation, using a dictionary 
for owner codes (first alphabets) 

Rear  
view 

92.8 
(558/601) 

[3] 
Heuristic segmentation 

suppressing reflection and noise 
Side  
view 

91.7 

(1,113/1,214) 

[5] 
Spatial structure window for 

recognizing different 
arrangements of characters 

Side  
view 

53.5 

(18,201/34,000)

Ours 
Integrating results from  

multiple views 
Multiple 
views 

96.2 

(1,830/1,902) 
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96.2
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Rear +Top +Front +Left All

Fig. 6. Recognition rates for a number of images. One to five 
images are used for the recognition of a container. The 
planes having higher accuracies are first applied. ‘All’ 
includes rear, top, front, left, and right views.  

 
approximately 0.58 s.  

2. Qualitative Results 

Figure 7 shows three correct and three incorrect samples. 
The codes in correct sample #1 are easy to recognize. Except 
for the top plane, the results of both multiple and single views 
are correct. In correct sample #2, most of the single-view 
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 Correct samples #1 #2 #3 

Top  
F8S1U4064U4 4CRUU615843 

 
ILXU3480029 

Front 
BSIU406400 8400HH143 HLXU348002 

Rear  
BSIU406400 

 
477U6675843 

 
HXU3480029M 

Left 

BSIU406400 UCRU8615843 
 

HXU48029UF 

Right 
BSIU406400 CRXU8615843 

 
HU3480029 

Character-level 
Integration BSIU406400 4CRU8615843 HLXU3480029 
Final result BSIU406400 CRXU8615843 HLXU3480029 

 
 

Incorrect samples #1 #2 #3 

Top 

Failed localization 
 

Failed localization 
 

Failed localization 

Front 

Failed localization  
UUBU29F KVTU711272 

Rear 

Failed localization 

Failed localization 
(hidden by a following container)  

IUUU7112720 

Left 

4ES31684U MBIU120896  
Failed localization 

Right 

4SU668947 Failed localization  
Failed localization 

Character-level 
Integration 4SU16894U MBIU120896 IUU7112720 
Final result 4SU16894U MBIU120896 IUU7112720 

Fig. 7. Correct and incorrect sample images. The aspect ratios of the images for the left and right are adjusted for better viewing. 
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recognitions failed in the character segmentation step because 
of dirty and broken characters. Character-level integration also 
showed incorrect codes. The background region with some 
edges was recognized as a number ‘4,’ and was selected 
instead of the letter ‘X.’ However, the decision-level integration 
selects the top plane as the final result because the recognized 
code of the top plane passed the check digit test. Correct 
sample #3 is a case in which all single-view recognitions have 
failed, but the integration worked successfully. The character-
level integration step obtains the alphabet characters from the 
front plane, and the numbers from the remaining planes. 
Incorrect samples #1 through #3 contain severely damaged 
characters. Even the rear plane of incorrect sample #2 is not 
visible because the container is hidden by the following 
container. The integration also failed because there is a lack of 
evidence for integration.  

VI. Conclusion 

In this study, we proposed a novel container code recognition 
method that uses multiple views. A baseline algorithm for 
single views was developed. A character-level integration 
algorithm assembles a new code from the recognized codes of 
the five different container planes. Decision-level integration 
selects the most convincing result from the raw results of the 
baseline algorithm and the integrated code. An experiment 
confirmed that the proposed integration works successfully. 
The recognition from single views achieved accuracies of 40% 
to 71%, which varied according to the planes, but the proposed 
integration method shows an accuracy of 96%, which is higher 
than other previous works.  

The integration is independent from the baseline algorithm 
recognizing single views, and thus replacing the baseline 
algorithm is very straightforward. We hope to increase the 
overall accuracy to nearly 99% by adapting more sophisticated 
single-view recognition algorithms, such as those proposed by 
Kumano and others [2]. Moreover, the recognition from 
multiple views can be used in other applications such as license 
plate and signboard recognition. Currently, there are a number 
of sources for obtaining images; for example, images of 
signboards can be obtained from multiple street-views in 
online map services and geo-tagged images. Expanding and 
generalizing our algorithms for other applications remain as 
future work. 
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