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Abstract: Network virtualization enables us to make efficient use of resources in a physical 
network by embedding multiple virtual networks in the physical network. In this paper, we develop 
a prototype of a virtual network embedding system. Our system consists of OpenStack, which is an 
open source cloud service platform, and shell scripts. Because OpenStack does not provide a 
quality of service control function, we realize bandwidth reservation for virtual links by making use 
of the ingress policing function of Open vSwitch, which is a virtual switch used in OpenStack. The 
shell scripts in our system automatically construct the required virtual network on the physical 
network using the OpenStack command-line interface, and they reserve bandwidth for virtual links 
using the Open vSwitch command. Experimental evaluation confirms that our system constructs the 
requested virtual network and appropriately allocates node and link resources to it.     
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1. Introduction 

Network virtualization has attracted increasing 
attention in both industry and academia [1, 2]. In network 
virtualization, multiple virtual networks consisting of 
virtual nodes and virtual links are embedded in a single 
physical network consisting of physical nodes and physical 
links. As a result, we can share and effectively use the 
resources in the physical network among multiple virtual 
networks. 

When embedding a virtual network in a physical 
network, we have to determine to which physical 
node/path in the physical network each virtual node/link in 
the virtual network is mapped so that a predetermined 
objective function is optimized under some constraints 
(e.g., a resource constraint). This problem is called a 
virtual network embedding (VNE) problem [3]. 

A large number of algorithms for the VNE problem 
(VNE algorithms) have been proposed in the literature [3-
8]. However, they were evaluated only in computer 

simulations. In order to evaluate various VNE algorithms 
in a real situation with various performance measures (e.g., 
virtual network provisioning time), we need a VNE system 
that actually constructs virtual networks on a physical 
network. 

In this paper, we develop a prototype VNE system. Our 
system uses OpenStack [9] as the base platform. 
OpenStack is an open source cloud service platform for 
infrastructure-as-a-service (IaaS), and enables us to 
generate a tenant network, which consists of virtual 
machines (VMs) and virtual links, in data centers. We can 
use the tenant networks generated by OpenStack as virtual 
networks in network virtualization by implementing 
network functions (e.g., a router) on the VMs in the tenant 
networks, regarding them as virtual nodes. However, 
OpenStack does not provide a quality of service (QoS) 
control function, and consequently, we cannot reserve 
bandwidth for virtual links. In order to achieve this, we 
make use of the ingress policing function of Open vSwitch, 
which is a virtual switch used in OpenStack. Our system 
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consists of OpenStack and shell scripts. The shell scripts 
automatically construct the required virtual network on the 
physical network using the OpenStack command-line 
interface, and they reserve bandwidth for virtual links 
using the Open vSwitch command. In addition, we 
experimentally evaluate our system. 

2. Virtual Network Embedding and 
OpenStack 

2.1 Virtual Network Embedding 
Fig. 1 depicts an example of virtual network 

embedding. In virtual network embedding, the physical 
network is denoted by an undirected graph, GP = (NP, VP), 
where NP is the set of physical nodes, and VP is the set of 
physical links. Each physical node is equipped with a 
limited amount of node resources (i.e., CPU, memory, and 
storage). In Fig. 1, the number attached to each physical 
node shows the remaining amount of node resources on the 
physical node. For example, physical node A has 50 
remaining node resources. Similarly, each physical link is 
equipped with a limited amount of link resources (i.e., 
bandwidth). In Fig. 1, the number attached to each 
physical link shows the remaining amount of link 
resources on the physical link. For example, physical link 
(A, D) has eight remaining link resources. 

The virtual network, which is mapped to the physical 
network in virtual network embedding, is denoted by an 
undirected graph, GV = (NV, VV), where NV is the set of 
virtual nodes, and VV is the set of virtual links. Each virtual 
node requires a predetermined amount of node resources 
on the physical node to which the virtual node is mapped. 
In Fig. 1, the number attached to each virtual node shows 
the amount of node resources required by the virtual node. 
For example, virtual node a requires 10 node resources. 
Similarly, each virtual link requires a predetermined 
amount of link resources on the physical path to which the 
virtual link is mapped. In Fig. 1, the number attached to 
each virtual link shows the amount of link resources 
required by the virtual link. For example, virtual link (a, b) 
requires one link resource. 

In virtual network embedding, we have to determine 
how the requested virtual network is mapped to the 
physical network, so that some objective function (e.g., to 
maximize the financial profit of the physical network 
provider) is optimized. A virtual network embedding 
problem is divided into two subproblems: a node mapping 
problem and a link mapping problem. In the node mapping 
problem, we have to determine to which physical node 
each virtual node is mapped. In the link mapping problem, 
we have to determine to which physical path each virtual 
link is mapped. 

In node/link mapping problems, resource constraint has 
to be satisfied. Each virtual node can only be mapped to 
physical nodes that have enough remaining node resources. 
Similarly, each virtual link can only be mapped to physical 
paths that have enough remaining link resources on all the 
physical links along the physical path. 

A large number of VNE algorithms have been 

proposed [4, 5, 7]. Yu et al. [4] proposed a VNE algorithm 
where the goal is to maximize the financial profit of the 
physical network provider by accommodating as many 
virtual networks as possible. The VNE algorithm first 
solves the node mapping problem in a greedy manner: it 
assigns the virtual nodes with a larger node resource 
request to the virtual node with the larger remaining node 
resources. Then, the VNE algorithm solves the link 
mapping problem: it assigns each virtual link to multiple 
physical routes by solving the multi-commodity flow 
problem. Chowdhury et al. [5] proposed a VNE algorithm 
where the goal is to minimize the cost associated with 
virtual network embedding. The VNE algorithm solves 
both the node mapping problem and the link mapping 
problem in a coordinated manner. It first creates an 
augmented graph over the physical network by adding 
meta-nodes (each of which corresponds to a virtual node) 
to the physical network. Then, it obtains the set of routes 
between the meta-nodes whose corresponding virtual 
nodes are also connected by a virtual link on the virtual 
network, so that the embedding cost incurred by the set of 
routes is minimized. The links between a meta-node and a 
physical node on the augmented graph, which are passed 
by the set of routes, correspond to the solution to the node 
mapping problem, and the physical routes between 
physical nodes, which are passed by the set of routes, 
correspond to the solution to the link mapping problem. 
Fischer et al. [7] proposed a VNE algorithm where the goal 
is to minimize the energy consumption associated with 
virtual network embedding. It formulates the virtual 
network embedding problem as an integer linear 
programming model, solves it, and then obtains the 
optimal mapping and the optimal energy consumption. 

2.2 OpenStack 
OpenStack [9] is an open source cloud computing 

platform for IaaS. With OpenStack, we can construct a 
tenant network consisting of VMs and virtual links in data 
centers. 

OpenStack consists of multiple components. Among 
them, Nova and Neutron play an important role in our 
VNE system. Nova maintains node resources of physical 
computers and is responsible for generating and removing 

Fig. 1. Example of virtual network embedding. 
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VMs that correspond to virtual nodes in VNE. Neutron is 
responsible for generating and removing virtual local area 
networks (VLANs), which correspond to virtual links in 
VNE. The operations of Nova and Neutron can be 
requested via WebGUI and command-line interface. 

Neutron is not equipped with a QoS control function. 
Therefore, we have to reserve link resources (i.e., 
bandwidth) for virtual links without using Neutron. Instead, 
we directly configure Open vSwitch, which is a virtual 
switch used in OpenStack, so that we can reserve 
bandwidth for virtual links. In tenant networks generated 
by OpenStack, Open vSwitch works as a layer 2 switch, 
and VMs are connected to virtual links via Open vSwitch 
within the physical computer. Thus, we expect that we can 
realize bandwidth reservation by performing ingress 
policing at the Open vSwitch ports to which VMs are 
connected. 

3. Virtual Network Embedding System 

Fig. 2 shows the procedure for VNE. In Step 1, we 
solve the node mapping problem and the link mapping 
problem using a VNE algorithm. In Step 2, given the result 
of virtual network embedding (VNE information), we 
actually construct the requested virtual network on the 
physical network. The VNE system developed in this 
paper processes only Step 2, because the simulation 
programs for evaluating the existing VNE algorithms are 
available for processing Step 1. 

In our VNE system, we assume that VNE information 
is described with the Boston University Representative 
Internet Topology Generator (BRITE) format [10] which is 
a well-known topology generator. 

Fig. 3 depicts an example of VNE information. The 
first line expresses the numbers of virtual nodes and links 
in the requested virtual network. The fifth to eighth lines 
show the result of node mapping. Each of the lines 
corresponds to mapping of a virtual node to a physical 
node. Each line consists of three pieces of information: 1) 
the ID of the virtual node, 2) flavor number (i.e., how 
much of the CPU/memory/storage resources are requested 
by the virtual node), and 3) the ID of the physical node to 
which the virtual node is mapped. For example, the 
seventh line means that virtual node 2 is mapped to 
physical node 3 and the amount of node resources 
requested by virtual node 2 is specified by flavor number 1. 
(We can define the relationship between flavor number 
and how much of the node resources are requested by the 
virtual node in OpenStack in advance.) The eleventh to 
fourteenth lines show the result of link mapping. Each of 
the lines corresponds to mapping a virtual link to a 
physical path. Each line consists of four pieces of 
information: 1) the ID of the virtual link, 2) the ID of one 
virtual node at both ends of the virtual link, 3) the ID of 
the other virtual node at both ends of the virtual link, and 
4) the link resources (bandwidth [in Kbps]) allocated to the 
virtual link. For example, the twelfth line means that 
virtual link 1, which connects virtual node 0 and virtual 
node 3, is allocated bandwidth of 10,000 [Kbps] (10 
[Mbps]). In this paper, we assume that virtual links are 

mapped to physical paths that OpenStack automatically 
determines. Specifying the physical path to which a virtual 
link is mapped has been left for future work. 

Fig. 4 depicts the constitution of our system. Our 
system consists of OpenStack and three programs or shell 
scripts: Preprocess.o, MakeVN.sh, and RsvBW.sh. 
Preprocess.o is a program written in C, whereas 
MakeVN.sh and RsvBW.sh are bash shell scripts. A 
detailed explanation of them follows. 

Preprocess.o is responsible for preprocessing. Given 
the VNE information, it generates and executes 
MakeVN.sh. 

MakeVN.sh is responsible for 1) generating virtual 
links, 2) generating virtual nodes, and 3) allocating node 
resources to virtual nodes. Algorithm 1 shows the 
procedure in MakeVN.sh. In the first to third lines, for 
each virtual link VLi in the set (VV) of virtual links in the 
requested virtual network, we generate a VLAN that 
corresponds to VLi by executing OpenStack command line 
interfaces “neutron net-create” and “neutron subnet-

Step 1:
Solve node/link mapping problems 

with VNE Algorithm

Request for VNE

Step 2:
Construct virtual network
based on VNE Information

VNE Information

Constructed 
virtual network

 

Fig. 2. Procedure for VNE. 
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Fig. 3. VNE information, 
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create.” In the fourth to sixth lines, for each virtual node 
VNj in the set (NV) of virtual nodes in the requested virtual 
network, we generate a VM that corresponds to VNj by 
executing OpenStack command-line interface “nova boot.” 
In addition, in executing “nova boot,” we add the 
following options: 1) the “--flavor” option to specify how 
much CPU/memory/storage resources are to be allocated 
to VNj, 2) the “--availability-zone” option to specify to 
which physical node VNj is mapped, and 3) the  
“--nic” option, specifying to which virtual link VNj is 
connected. In the seventh line, we finally generate and 
execute RsvBW.sh to reserve link resources on virtual 
links.  

RsvBW.sh is responsible for allocating link resources to 
virtual links, which is not supported by OpenStack. We 
realize this by making use of the ingress policing function of 
Open vSwitch. Algorithm 2 shows the procedure in 
RsvBW.sh. For each virtual link VLi in the set (VV) of 
virtual links in the requested virtual network, we reserve the 
bandwidth requested by VLi in the following manner. For 
each virtual node VNj at both ends of VLi, we log in to the 
physical node to which VNj is mapped using the ssh 
command. Then, we limit the inbound traffic rate of an 
ingress port of the Open vSwitch to which VNj is connected 
so that the traffic transmission rate on the virtual link is kept 
below the allocated bandwidth. We limit the inbound traffic 
rate of an ingress port by executing the following Open 
vSwitch command: ovs-vsctl set Interface (Interface name) 
ingress_policing_rate=(allocated bandwidth) 

4. Experimental Evaluation 

4.1 Experimental Environment 
Fig. 5 depicts our experimental physical network and 

requested virtual network. The physical network is a star 
network consisting of four physical nodes and one physical 

switch. Physical node PN0 is a controller for OpenStack 
and does not accommodate any virtual node or link, 
whereas physical nodes PN1, PN2, and PN3 are used to 
accommodate virtual nodes and links. The remaining 
resources of the physical nodes and links are summarized 
in Table 1. The virtual network is a ring network 
consisting of four virtual nodes and four virtual links. The 
resource requests of the virtual nodes and links are 
summarized in Table 2. We assume that a VNE algorithm 
decided that virtual nodes VN0 and VN3 are mapped to 
physical node 1, virtual node VN1 is mapped to physical 
node 2, and virtual node VN2 is mapped to physical node 3. 

Generate 
and execute

OpenStack

Open vSwitches
Execute commands for 
reserving bandwidth on 

virtual links

MakeVN.sh

RsvBW.sh

Execute commands 
for generating virtual 

nodes and links

Preprocess.o

VNE Information

Constructed
virtual network

Generate 
and execute

VNE Information

Fig. 4. System constitution. 

Algorithm 1. MakeVN.sh 

1: for each virtual link VLi in VV do 
2:     Execute OpenStack command-line interfaces

    “neutron net-create” and “neutron subnet-create” 
3: end for 
4: for each virtual node VNj  in  NV do 
5:     Execute OpenStack command-line interface

    “nova boot” 
6: end for 
7: Generate and execute RsvBW.sh 

 
Algorithm 2.   RsvBW.sh 

1: for each virtual link VLi in VV do 
2:     for each virtual node VNj at both ends of VLi do
3:         Log in to the physical node to which VNj

        is mapped using ssh command 
4:          Execute Open vSwitch command “ovs-vsctl 

        set Interface” 
5:     end for 
6: end for 

 

 

Fig. 5. Experimental physical network and requested 
virtual network. 
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In our system, we use CentOS 7.1 for the operating 
systems of both physical and virtual nodes, and OpenStack 
version Liverty. 

4.2 Results 
Fig. 6 shows the virtual network constructed by our 

system that is the output of OpenStack. In the figure, 
display icons correspond to virtual nodes, and cloud icons 
correspond to virtual links. We can see that the requested 
four-node ring virtual network is appropriately constructed 
in our system. 

We next check whether node resources are 
appropriately allocated to virtual nodes. We logged in to 
each of the virtual nodes and confirmed that all four virtual 
nodes are equipped with the requested CPU/memory/ 
storage resources shown in Table 2. 

We finally checked the reachability between virtual 
nodes via virtual links and whether link resources are 
appropriately allocated to virtual links. Using the ping 
command, we confirmed reachability between any two 
virtual nodes that are directly connected via virtual link. In 
order to check whether the requested bandwidth is 

allocated to each virtual link, we measured their 
throughput using iPerf. Fig. 7 shows the results. In the 
figure, we can see that the throughput of each virtual link 
is bounded by the requested bandwidth shown in Table 2. 

5. Conclusions 

In this paper, we have developed a prototype of a 
virtual network embedding system using OpenStack. 
Because OpenStack does not provide a QoS control 
function, we have to realize bandwidth reservation for 
virtual links by making use of the ingress policing function 
of Open vSwitch, which is a virtual switch used in 
OpenStack. An experimental evaluation confirms that our 
system correctly constructs the required virtual network on 
a physical network and appropriately allocates node and 
link resources to the virtual network. 

One of our future works is to extend our system so it 
can specify the physical path to which a virtual link is 
mapped. 
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Table 1. Remaining resources of physical nodes and 
links. 

Physical nodes  
or links Remaining resources 

0PN  1 CPU (4 cores, 3.30 GHz),  
16GB memory, 500 GB storage 

1PN  1 CPU (4 cores, 3.30 GHz),  
16GB memory, 500 GB storage 

2PN  1 CPU (4 cores, 3.30 GHz),  
16GB memory, 500 GB storage 

Physical 
nodes 

3PN  1 CPU (4 cores, 3.30 GHz),  
16GB memory, 500 GB storage 

0PL  Bandwidth of 1 Gbps 

1PL  Bandwidth of 1 Gbps 

2PL  Bandwidth of 1 Gbps 
Phyical 

links 

3PL  Bandwidth of 1 Gbps 

 
Table 2. Resources requested by virtual nodes and 
links. 

Virtual nodes  
or links Requested resources 

0VN  1 CPU, 1GB memory, 3 GB storage 

1VN  1 CPU, 1GB memory, 3 GB storage 

2VN  1 CPU, 1GB memory, 3 GB storage 
Virtual 
nodes 

3VN  1 CPU, 1GB memory, 3 GB storage 

0VL  Bandwidth of 100 Mbps 

1VL  Bandwidth of 10 Mbps 

2VL  Bandwidth of 1 Mbps 
Virtual 
links 

3VL  Bandwidth of 100 Kbps 

 
 

 

Fig. 6. Virtual network constructed by our system. 
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