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As wearable devices are powered by batteries, they need 
to consume as little energy as possible. To address this 
challenge, in this article, we propose a synergistic 
technique for energy-efficient approximate speech signal 
processing (ASSP) for wearable devices. More specifically, 
to enable the efficient trade-off between energy 
consumption and sound quality, we synergistically 
integrate an approximate multiplier and a successive 
approximate register analog-to-digital converter using our 
enhanced conversion algorithm. The proposed ASSP 
technique provides ~40% lower energy consumption with 
~5% higher sound quality than a traditional one that 
optimizes only the bit width of SSP. 
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I. Introduction 

Wearable devices such as smart glasses, earbuds, and 
wristbands are rapidly emerging as the next big thing after the 
popularity of smartphones. These devices should be smart 
enough to augment the capabilities of wearers by naturally 
learning and interacting with environments. In particular,    
to analyze a wearer’s emotion and mood autonomously, 
sophisticated speech signal processing (SSP) plays an 
important role in the design of such wearable devices. 
However, advanced SSP is energy-hungry and thus poses a 
significant challenge for these devices, which typically operate 
under a stringent energy constraint. 

In response to such a challenge, researchers have proposed 
techniques that exploiting a key characteristic of SSP, namely 
algorithmic fault tolerance (AFT) [1]. That is, SSP inherently 
allows some levels of imprecise (or approximate) processing of 
inputs because it is based on complex stochastic models and is 
designed to process noisy inputs. Approximate processing can 
considerably reduce the energy consumption of SSP with a 
gradual degradation in sound quality. As multipliers and 
analog-to-digital converters (ADCs) are the two most energy-
consuming components in SSP, researchers have proposed 
multipliers (for example, [2]) and ADCs (for example, [3]) that 
can support approximations and a trade-off between precision 
and energy consumption, leveraging AFT of SSP. 

In this article, we observe that: a) a successive approximate 
register (SAR) ADC, which is one of the most commonly used 
ADCs in wearable devices, can provide key information for 
approximate multiplications (that is, the leading-one bit (LOB) 
position of converted digital values), and thus further simplify 
an approximate multiplier. Secondly, b) audio signals often 
have very small amplitudes (that is, the most significant bit 
(MSB) of converted digital values is zero), while the SAR 
ADC always turns on/off the largest capacitor to determine the 
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MSB, wasting energy. 
Exploiting a) and b), we propose an energy-efficient 

approximate speech signal processing (ASSP) technique that 
synergistically integrates an approximate multiplier with a 
SAR ADC and enhances the conversion algorithm of a SAR 
ADC. Our proposed ASSP technique consumes considerably 
lower energy and offers higher sound quality than a traditional 
one that only truncates the bit width of SSP. To the best of our 
knowledge, this is the first proposal that synergistically 
integrates an approximate multiplier and an ADC to maximize 
the energy efficiency of SSP. 

The rest of the paper is organized as follows. In Section II, 
we discuss the details of the proposed approach, while in 
Section III, we present the results of our performance 
evaluation. Finally, in Section IV, we conclude the paper. 

II. Proposed Approach 

In this section, we propose an energy-efficient ASSP 
technique that is applicable to a wide range of wearable 
applications. This technique synergistically augments the 
energy efficiency of conventional adaptive SSP algorithms (for 
example, those for digital hearing aids) using a novel multiplier 
and a SAR ADC hardware co-design that exploits some 
common characteristics of SSP algorithms and speech signals 
in wearable applications. Our proposed hardware design 
 

technique can be applied to other adaptive signal processing 
algorithms that exhibit AFT, while it does not increase the 
computational complexity of the algorithms as it simply 
exploits the intrinsic properties of SSP algorithms and input 
signals; it is thus transparent to the choice of SSP algorithm. 

1. Adaptive Speech Signal Processing 

Advanced SSP processes speech signals using adaptive 
signal processing algorithms such as adaptive feedback 
cancellation (AFC) to remove the noise and/or acoustic 
feedback between the speaker and the microphone. Such an 
adaptive algorithm is typically implemented using a finite 
impulse response (FIR) filter with K taps, and Fig. 1 shows an 
implementation of AFC using an FIR filter as well as a weight 
update algorithm. For the kth corrupted input sample x(k), AFC: 
a) produces an estimate of feedback component u(k) using the 
filter with a weight vector w(k); 
b) computes a feedback-cancelled sample e(k) by subtracting 
u(k) from the input x(k); and 
c) performs a dynamic range adjustment to produce an output 
sample y(k) that offers the best fit for individual wearers. 

Moreover, AFC continuously updates w(k) using a normalized 
least-mean-square (LMS) algorithm for a given y(k), and it 
applies the updated w(k + 1) to the FIR filter. This continuous 
adaptation ensures the stability and fast convergence of AFC[4], 

 

 

Fig. 1. Overview of method used to augment a speech signal processing (SSP) circuit, for example, adaptive feedback cancellation
(AFC), using the proposed approximate SSP (ASSP) technique, which synergistically integrates an approximate multiplier and a
SAR ADC. 
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and thus provides considerable tolerance to inaccurate 
estimates of w(k), which in turn allows us to use slightly 
imprecise computational units, such as approximate multipliers, 
significantly improving the energy efficiency. 

2. Approximate Multiplier 

Many adaptive signal processing algorithms are typically 
executed using fixed-point (FxP) arithmetic operations; AFC 
computes K(1 + 2/ω) FxP multiplications to process a single 
frame, where ω indicates the interval of weight adaptation (for 
example, ω = 2 if weights are updated every other sample). 
Because each operation requires a multiplier to consume an 
order of magnitude more energy than an adder, it is critical to 
minimize the energy consumption of multipliers. Hence, as 
illustrated in Fig. 1, we replace each (precise) multiplier in AFC 
with an approximate multiplier described below. 

By exploiting AFT of SSP, researchers have truncated the bit 
width of multipliers to support the trade-off between the energy 
consumption and precision. Recently, they also proposed 
approximate multipliers for such a trade-off [2]. The more a 
multiplier is under-designed, the less energy it consumes with a 
higher imprecision for a given bit width of a multiplier. Figure 1 
depicts an n-bit approximate multiplier that comprises: 
a) an m-bit precise multiplier, where m is equal to or greater 
than n/2, where n is the bit width of the original operands, and 
b) an auxiliary circuit that captures m-bit t significant operands 
from n-bit operands and aligns/expands 2m-bit results to 2n bits 
[2]. 

A significant operand is comprised of m consecutive bits, 
either starting from the MSB or ending at the least significant 
bit (LSB), depending on which one contains the LOB. For 
instance, consider a multiplication, 95 (010111112)  21 
(000101012) = 1,995 using an approximate multiplier and two 
chosen operands for n = 8 and m = 5, as illustrated in Fig. 2. In 
this example, the multiplier approximates the multiplicand, 95 
to 88 (= 010110002) while keeping the multiplier 21 by taking 
the upper and lower 5-bit segments of the multiplicand and the 
multiplier, respectively. This produces 1,848 with an error of 
only 8%. In contrast, simply truncating the bit width to 5 
approximates the multiplicand and multiplier to 88 and 16,  
 

 
Chosen 5-bit significant operands 5-bit truncated operands 

10-bit multiplied result 

Fig. 2. Example of a multiplication (a) using an approximate
multiplier with n = 8 and m = 5, and (b) truncating
operands’ bit width to 5 bits. 
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respectively. This produces 1,408, incurring an error of nearly 
30%. 

In general, an n-bit approximate multiplier consumes much 
less energy than the n-bit precise multiplier. However, we 
observe that the energy consumption of the auxiliary circuit, 
which enables an average precision comparable to that of an  
n-bit precise multiplier, is responsible for a significant fraction  
of the total energy consumption for such an approximate 
multiplier (that is, ~30% for n = 16). On the other hand, an 
ADC often feeds one of the operands of a multiplier (for 
example, x(k)). In particular, a SAR ADC converts a given 
analog signal sample to a digital value bit-by-bit, starting from 
the MSB. Hence, it is easy for SAR ADCs to capture the m-bit 
significant operands converted from analog signal samples; the 
next section describes this in detail. Leveraging this inherent 
feature of SAR ADCs, we propose to remove the circuit 
capturing m-bit significant operands in the aforementioned 
approximate multiplier, thus considerably reducing its energy 
consumption. 

3. Approximate SAR ADC 

SAR ADCs comprise the majority of the ADC market for 
medium- to high-resolution ADCs, while providing up to    
5 mega samples per second (Msps) with resolutions from 8 bits 
to 18 bits. Most SAR ADCs are based on a charge 
redistribution architecture to convert an analog signal into a 
digital value starting from the MSB. A typical conversion 
algorithm employs a binary search algorithm, and starts from a 
comparison of the sampled input signal voltage (VIN) to a half 
of the reference voltage (VREF). This involves switching the 
largest capacitor associated with the MSB; the largest capacitor 
is 2n – 1 times larger than the capacitor associated with the LSB 
for an n-bit SAR ADC. If the compared input voltage value is 
larger (less) than 1/2 VREF, the MSB is set to one (remains zero). 
After the determination of the MSB, the binary search 
algorithm is applied to determine the next MSB by comparing 
VIN with 3/4 (1/4) of VREF. This involves switching the second 
largest capacitor. These steps are repeated until the LSB is 
determined, eventually involving the switching of all the 
capacitors. 

This conventional algorithm consumes the most energy for 
determining MSBs because determining MSBs requires the 
SAR ADC to switch large capacitors. When the VIN amplitude 
is small, however, many MSBs remain zero, wasting energy to 
switch large capacitors associated with MSBs. Meanwhile, it 
has been observed that most digital values converted from 
analog signals are small in many audio (or speech) applications. 
By exploiting such an audio signal characteristic, we propose 
an energy-efficient conversion algorithm for SAR ADCs that 
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synergistically works with the aforementioned approximate 
multiplier. 

As shown in Fig. 1, the proposed algorithm executes the 
following two consecutive steps: 
S1. 1-cycle LOB detection to check if the LOB position is 
greater than m, and 
S2. m-cycle truncated SAR to convert m consecutive bits by 
applying the conventional SAR ADC algorithm starting from 
either the MSB (if LOB > m) or m (otherwise). 

To check the LOB position, we set VREF corresponding to the 
mth bit, instead of the MSB of the n bits, and we compare VIN 
with VREF. The capacitor associated with the mth bit is much 
smaller than the one associated with the MSB of the n bits; thus, 
the energy consumption is much smaller. If VIN is larger than 
VREF, it determines that LOB is greater than m, and vice versa. 
This decision is then fed to the second step as well as to the 
SSP logic with a built-in approximate multiplier. This allows us 
to remove the aforementioned auxiliary circuit to detect an   
m-bit operand segment that contains the LOB. Consequently, 
each digital sample x(k) converted by the proposed SAR ADC 
consists of a 1-bit leading-one flag (LOF) and m-bit data. 
Supporting this enhanced SAR ADC algorithm only requires 
slight modifications of state transitions in a finite-state machine 
(FSM) deployed to control SAR ADC internal operations. 

III. Performance Evaluation 

1. Evaluation Setting 

We used an input consisting of 14 speech samples from the 
open speech repository (OSR) [5]. The samples have an 
aggregate playback time of 697 s, and we evaluated the energy 
consumption and the perceptive quality of speech signals for 
AFC using various approximate multiplier and SAR ADC 
configurations (m = 6, 8, and 10 for n = 12; m = 7, 9, and 11 for 
n = 14; and m = 8, 10, and 12 for n = 16). These speech 
samples were encoded in the 16-bit pulse-code modulation 
format with a sampling frequency of 8 kHz by using voices  
of 14 (seven male and seven female) speakers pronouncing 
Harvard sentences [6]. The feedback effects were generated 
according to a realistic feedback model [4], and were mixed 
with the speech samples. The speech samples with the 
feedback effects were applied to our proposed SAR ADC   
on-the-fly, and produced digital samples according to our 
proposed algorithm. They were then fed to the AFC 
constructed using the aforementioned approximate multiplier. 

To evaluate the energy efficiency of the approximate 
multiplier, we first described both approximate and precise 
multipliers with Verilog HDL, and we synthesized them using 
Synopsys® Design Compiler® and a 45-nm standard cell 

library. The target frequency of the multipliers for the synthesis 
was set to 100 MHz, which was determined by the SSP’s real-
time SSP constraint. Second, we simulated the gate-level netlist 
of the multipliers using 1,000 operand pairs sampled from the 
AFC processing the speech samples with the feedback effects, 
and we estimated the energy consumption by applying the 
switching activities from the simulations to Synopsys® 
PrimeTime® PX.  

Finally, to evaluate the perceptive speech quality, we used  
the perceptual evaluation of speech quality (PESQ) as our 
comparison metric [7]. The PESQ is a standardized test 
methodology employed for the automated assessment of 
speech quality, and successfully replaced manual or subjective 
tests [8]. The PESQ metric is suitable for our needs because 
our ASSP technique was optimized for speech signals by 
exploiting the intrinsic properties of these signals. We 
computed the PESQ metric using x(k) and y(k), as shown in 
Fig. 1. The range of PESQ values can be between –0.5 to 4.5. 
The higher the PESQ value, the better will be the perceptive 
sound quality. While the minimum PESQ requirement can  
vary, it is typically equal to or higher than 3.5, although the 
perceptual dissimilarity is negligible between 3.5 and 4.5. All 
of the energy consumption values are relative to the energy 
consumption of the 16-bit precise multiplier. 

2. Performance of Approximate Multiplier 

Table 1 shows the PESQ and average energy consumption 
per multiplication for varying ω, n, and m values; the energy 
consumption is normalized to that of the 16-bit precise 
multiplier and the major comparison points are highlighted by 
bold characters. First, by using the 12-bit (that is, n = 12), we 
cannot meet the minimum PESQ requirement (that is, 3.5) 
although even the 12-bit precise multiplier is used. This is 
because the four LSBs are truncated, while the speech signals 
with small amplitudes have important voice information in 
their LSBs (that is, the MSBs are all zero, as described in 
Section II.3). Second, for PESQ  3.5 (PESQ  3.8), using the 
approximate multiplier with ω = 2 (ω = 1), n = 16 and m = 8, 
we obtain a 3% (5%) higher PESQ and 42% (43%) lower 
energy consumption than using the 14-bit precise multiplier. 
This is because the 14-bit precise multiplier loses important 
speech signal information in the two LSBs, whereas the 
approximate multiplier keeps these two LSBs and truncates the 
MSBs that are filled with zero. This clearly demonstrates that 
using the approximate multiplier with a wider bit width 
consumes less energy and provides a higher PESQ compared 
to a precise multiplier with a narrower bit width. This is 
because the n-bit approximate multiplier internally uses a narrow 
width multiplier (that is, m < n). Finally, the approximate 
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Table 1. PESQ and average energy consumption (E) for varying n
and m, where PM indicates a precise multiplier, that is, m = 
n. 

n = 12 n = 14 n = 16 
ω 

m PESQ E m PESQ E m PESQ E 

PM 3.23 53% PM 3.8 75% PM 4.5 100%

N/A N/A N/A 11 3.8 61% 12 4.5 80%

N/A N/A N/A 9 3.8 51% 10 4.4 65%
1 

N/A N/A N/A 7 3.7 37% 8 4.0 43%

PM 3.21 35% PM 3.5 50% PM 3.6 67%

N/A N/A N/A 11 3.5 40% 12 3.6 53%

N/A N/A N/A 9 3.5 34% 10 3.6 43%
2 

N/A N/A N/A 7 3.4 25% 8 3.6 29%

 

Table 2. Energy consumption of conventional and enhanced SAR 
ADCs. 

n = 14 n = 16 
 

m = 7 m = 9 m = 8 m = 10

Conventional 
SAR ADC 

25.0% 100.0% 
Normal 
speech Enhanced  

SAR ADC 
15.0% 12.0% 69.8% 54.0%

Conventional 
SAR ADC 

25.9% 103.7% 
4 × loud 
speech Enhanced  

SAR ADC 
21.6% 16.8% 94.8% 75.4%

 

multiplier with (n, m) = (16, 8) can have lower energy 
consumption and provide higher PESQ than one with (14, 9). 

3. Performance of Enhanced SAR ADC 

To evaluate the energy consumption of SAR ADC, we 
implemented both conventional and enhanced algorithms in 
Matlab based on an energy-dissipation model for capacitor 
switching obtained from [9], and we simulated them using the 
same speech samples obtained from OSR [5]. Table 2 
summarizes the energy consumption of both SAR ADC 
algorithms under four (n, m) pairs: (14, 7), (14, 9), (16, 8), and 
(16, 10) in both normal and loud speech environments.  

Compared with a conventional SAR ADC algorithm, our 
proposed algorithm consumed 40%–52% (30.2%–46%) less 
energy per conversion for n = 14 (n = 16), and had a negligible 
negative impact on the conversion accuracy. For normal 
speech samples, while the conventional algorithm with n = 14 
consumed 25% of the energy for the case with n = 16, our 
algorithm with n = 14 only spent 12% and 15% for m = 9 and 
7, respectively. When the same speech signal was amplified by 
4 , the energy consumption of our algorithm was increased to 

16.8% and 21.6% for m = 9 and 7, respectively. This means  
the enhanced algorithm effectively removes unnecessary ADC 
energy consumption when the sound amplitude is small. 
Finally, a (14, 9) configuration provides the highest level of 
overall energy efficiency considering both the multiplier and 
SAR ADC when satisfying the PESQ requirement. 

IV. Conclusion 

In this paper, we exploited AFT of SSP algorithms to 
minimize the energy consumption of wearable devices. 
Considering that the ADC and multiplier are the most energy- 
hungry components in advanced SSP, we synergistically 
integrated a SAR ADC with our enhanced algorithm and an 
approximate multiplier to provide a strong trade-off between 
the energy consumption and perceptive sound quality. Finally, 
within the context of adaptive feedback cancellation, we 
demonstrated that by varying only the bit width, our proposed 
ASSP technique consumes ~40% lower energy with ~5% 
higher sound quality than a traditional approach. 
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