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1 |  INTRODUCTION

Direct volume rendering (DVR) is one of the most funda-
mental visualization methods and is widely used in various 
fields, including medical imaging and scientific simulations. 
Ray-casting is the most popular algorithm for DVR (hereaf-
ter referred to as “volume rendering”) due to its generality 
and accuracy. For a uniform grid with a regular structure, 

ray-casting is relatively simple to implement, and various ac-
celeration techniques have been well studied, including par-
allel algorithms using multi-core CPUs or GPUs [1]. Also, 
texture-based volume rendering methods efficiently utilizing 
modern GPU architectures have been proposed [2,3].

Unlike uniform grids, unstructured grids have irregular 
structures. Both the topology and geometry are completely 
unstructured, which makes it more complicated to perform 
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We present a novel GPU-based ray-casting algorithm for volume rendering of un-
structured grid data. Our volume rendering system uses a ray-casting method that 
guarantees accurate rendering results. We also employ the per-pixel intersection 
list concept in the Bunyk algorithm to guarantee an accurate result for non-convex 
meshes. For efficient memory access for the lists on the GPU, we represent the in-
tersection lists for all faces as an array with our novel construction algorithm. With 
the intersection lists, we perform ray-casting on a GPU, and a GPU thread handles 
each ray. To increase ray-coherency in a thread block and improve memory access 
efficiency, we extend a prior image-tile-based work distribution method to fit mod-
ern GPU architectures. We also show that a prior approach using a per-thread local 
buffer to reduce redundant computation is not appropriate for modern GPU architec-
tures. Instead, we take an on-demand calculation strategy that achieves better perfor-
mance even though it allows duplicate computations. We applied our method to three 
unstructured grid datasets with different characteristics. With a GPU, our method 
achieved up to 36.5 times higher performance for the ray-casting process and 19.7 
times higher performance for the whole volume rendering process compared with 
the Bunyk algorithm using a CPU core. Also, our approach showed up to 8.2 times 
higher performance than a GPU-based cell projection method while generating more 
accurate rendering results. These results demonstrate the efficiency and accuracy of 
our method.
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ray-casting, requiring a significant amount of computation [4,5]. 
To handle such high computational overhead, cell projection 
methods have been proposed [6‒10]. Cell projection methods 
can directly utilize the high-performance polygon rasterization 
function of the GPU, and they show much higher performance 
than CPU ray-casting methods. However, the rendering results 
can include artifacts depending on the accuracy of visibility 
ordering. There have been attempts to implement ray-casting 
algorithms on the GPU to perform accurate volume rendering 
while exploiting the GPU's computing power [11,12]. One re-
cent work [13] proposed a GPU ray-casting algorithm (called 
VF-GPU) for a modern general purpose GPU (GPGPU) ar-
chitecture, and it achieved up to five times higher performance 
than CPU-based ray-casting. It casts rays to each visible face 
(ie, the entry points of rays) and processes them concurrently. 
However, their approach does not guarantee accurate results for 
non-convex meshes (Figure 1). This is because multiple visible 
faces can be projected to the same pixels (eg, bold yellow lines 
in Figure 1), and more than one ray per pixel can be processed 
concurrently without considering the order among them. Also, 
we found that VF-GPU achieves limited performance improve-
ment on current GPUs with different characteristics (eg, L1/L2 
caches and much more cores) compared with GPUs used when 
it was developed.

1.1 | Main contribution

We present a novel GPU ray-casting algorithm that generates 
accurate volume rendering results for both convex and non-
convex meshes. To support non-convex meshes, we employ the 
per-pixel intersection list concept proposed by Bunyk and oth-
ers [14]. In our method, we represent the intersection lists as an 
array-style data structure preferred by the GPU architecture. To 
efficiently generate the array-style intersection lists, we propose 
a novel construction algorithm (Section 4). By extending an im-
age-tile-based work decomposition approach by Kim [15], we 

also introduce a novel work distribution method that improves 
the memory and cache access efficiency on modern GPU archi-
tectures (Section 5.1). Also, we show that the on-demand view-
dependent face information (VDFI) calculation approach fits 
the GPU better than using the per-thread local buffer employed 
by Maximo and others [13] to reduce duplicate computations, 
even though the on-demand strategy leads to duplicated work 
(Section 6.2). Therefore, our GPU ray-casting method adopts 
this on-demand VDFI computing strategy (Section 5.2).

To demonstrate the benefits of our method, we applied it to 
three unstructured grid datasets with different sizes and char-
acteristics (Figures 2 and 3). Our GPU ray-casting algorithm 
showed up to 36.5 times higher performance for the ray-cast-
ing process and 19.7 times higher performance for the entire 
volume rendering process compared to a CPU ray-casting 
method (the Bunyk algorithm [14]). Also, it generated accurate 
rendering results for non-convex meshes, as with the Bunyk 
algorithm. Our method also achieved up to 8.2 times higher 
performance while generating more accurate results compared 
with hardware assistant visibility sorting (HAVS) [9], which is 
a well-known GPU-based cell projection algorithm. These re-
sults demonstrate the accuracy and efficiency of our method.

2 |  RELATED WORK

Cell projection is one of the widely used approaches for vol-
ume rendering of unstructured grid data. To perform volume 
rendering, it decomposes the cells into a set of polyhedrons (eg, 
tetrahedrons) and projects the faces of the polyhedrons to an 
image plane. The projection process can exploit the triangle ras-
terization performance of graphics hardware (ie, a GPU), and 
GPU-based cell projection algorithms have been actively pro-
posed [6‒9]. In cell projection methods, the rendering quality 
depends on the accuracy of visibility sorting of the faces pro-
jected on the same pixel. Callahan and others [9] proposed the 
HAVS algorithm, which accelerates visibility sorting by using 
the GPU, and it showed much higher performance than CPU-
based sorting. However, the sorting accuracy was limited by the 
size of the k-buffer, and it also had a race condition problem for 
simultaneous texture memory access. Therefore, the rendering 
results of HAVS can contain artifacts.

Unlike cell projection methods, the ray-casting algo-
rithm guarantees accurate rendering results, but it requires 
a large amount of computation. Garrity [16] implemented a 
ray-casting method for unstructured grid data based on cell 
connectivity information. Bunyk and others [14] improved 
the performance by computing VDFI for all faces in the pre-
processing step and using them during the ray-casting pro-
cess. As a result, they could remove duplicated computations, 
which dramatically improved the ray-casting performance. 
However, it required lots of memory and was difficult to apply 
to a large-scale dataset. Riberio and others [17] solved the 

F I G U R E  1  This figure illustrates the difference between the 
two types of meshes for the ray-casing process. Different from convex 
meshes, with non-convex meshes, a ray can have multiple entry points 
and pass through empty space in-between them: (A) Convex mesh and 
(B) non- convex mesh

(A) (B)
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memory overhead by using a fixed-size VDFI buffer instead 
of maintaining VDFIs for all faces. Their Visible Face Driven 
Ray-Casting (VF-Ray) method achieved a performance close 
to that of Bunyk and others by exploiting ray-coherency, 
where nearby rays tend to visit similar faces. Recently, Kim 
[15] further reduced memory usage. They proposed a novel 
hash function based on face ID, which improves the hit ratio 
for a small-sized VDFI buffer. That work also presented a 
parallel ray-casting algorithm on multi-core CPUs. Different 
from VF-Ray, Kim's method comprised the ray group based 
on the image plane. More specifically, it divides the image 
plane as a set of image-tiles and distributes tiles to threads, 
where each thread processes all rays in the given tiles. As a 

result, it achieved a five-fold performance improvement with 
eight CPU cores over a serial algorithm.

Our ray-casting method is also based on the Bunyk 
 algorithm. However, unlike the CPU-based ray-casting 
methods, we employ the computing power of the GPU for 
the ray-casting process. Also, our method employs the im-
age-tile concept [15] for work distributions, but we extend it 
to utilize modern GPU architectures efficiently (Section 5.1).

Weiler and others [11] implemented the ray-casting 
 algorithm of Garrity [16] on a GPU. However, the method 
does not support non-convex meshes. Bernardon and others 
[12] solved this problem with a depth-feeling algorithm, 
and then Espinha and Celes [18] improved the rendering 
quality. These early works implemented their methods 
based on fragment shader languages, and we can generally 
apply them to most GPUs. However, they must take a ren-
dering pipeline, and this limits the utilization efficiency of 
modern GPU architecture developed for GPGPU. Maximo 
and others [13] extended VF-Ray [17] to a GPU-based par-
allel algorithm (called VF-GPU) while using CUDA [19], 
which is a programming API for GPGPU. Like VF-Ray, 
it forms ray groups based on visible faces and distributes 
them to the thread blocks of a GPU. Each thread block 
processes the given ray groups, and each thread in a block 
handles multiple rays. Also, VF-GPU reduces duplicate 
VDFI computations by employing the per-thread VDFI 
buffer used in VF-Ray. As a result, it achieved approxi-
mately 3–5 times higher volume rendering performance 
than CPU methods. To the best of our knowledge, VF-GPU 
is still one of the state-of-the-art algorithms for GPU-based 
ray-casting for unstructured grid data from the perspective 
of performance. However, we found that using the VDFI 
buffer is not a suitable approach for modern GPU architec-
tures, which have improved over the last decade (Section 

F I G U R E  2  Top images show the volume rendering results of our method and shapes of the grid structure for two benchmark datasets. The 
bottom images compare the rendering results of four different algorithms: (A) Dataset 1 and (B) Dataset 3

Bunyk

(A)

(reference) VF-Parallel HAVS Ours

(B)

Bunyk (reference) VF-Parallel HAVS Ours

F I G U R E  3  Top images show the rendering results of our 
method and the shape of the grid structure for Dataset 2. The bottom 
images compare the rendering results of four different algorithms

Bunyk (reference) VF-Parallel HAVS Ours
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5.2). Also, Kim [15] showed that the visible face-based ray 
distribution can generate artifacts for non-convex meshes.

We designed our algorithm to efficiently utilize modern 
GPU architecture with our GPU-based ray-casting algorithm 
(Section 5). Also, our method guarantees correct rendering 
results for non-convex meshes by employing the per-pixel in-
tersection list concept of Bunyk and others [14] (Section 4).

For the uniform grid, texture-based volume rendering meth-
ods have actively employed GPUs [2,3,20,21]. The uniform grid 
can be stored directly in the GPU as a texture, and a dedicated 
cache is available for texture on modern GPUs. To efficiently 
utilize the texture cache, Sugimoto and others [2] localized tex-
ture memory reference according to the viewpoint. They also 
dynamically adjusted the thread block layout and incorporated 
transposed thread indexing for more optimal access to the tex-
ture cache. Wang and others [3] presented a novel sampling 
strategy called Warp Marching, which improves the hit ratio for 
both texture and L2 caches. As a result, Warp Marching outper-
formed empty space skipping approaches while showing sta-
ble performance for viewing direction changes. Unfortunately, 
such prior cache-friendly methods for texture-based volume 
rendering cannot be directly applied to unstructured grid data. 
Different from the uniform grid, it is difficult to expect which 
cells are visited by a ray because both topology and geometry 
are completely unstructured. Also, the unstructured grid con-
sisting of meshes (ie, tetrahedrons) is stored in the device mem-
ory of the GPU, not in the texture memory.

Instead, we exploit ray-coherency to improve L1/L2 cache 
utilization efficiency for device memory access (Section 5.1).

3 |  OVERVIEW

We first provide background on the Bunyk algorithm and 
modern GPU architecture with its programming model. 
Then, we describe our volume rendering system.

3.1 | Bunyk Algorithm

There are two categories of information required for the Bunyk 
algorithm [14]: view-independent and view-dependent infor-
mation. View-independent information includes geometric in-
formation, such as cell connectivity, tetrahedrons in each cell, 
and faces composing each tetrahedron. These are essential 
pieces of information for ray-casting for unstructured grids, 
and most ray-casting algorithms commonly maintain this geo-
metric information. Unless the geometry is changed, it does 
not require re-computation for viewpoint change.

View-dependent information includes per-pixel inter-
section lists and view-dependent face information. For each 
pixel, the Bunyk algorithm maintains an intersection list that 
is a set of boundary faces intersected by a ray from the pixel. 

Boundary face means a face included by only one tetrahedron 
and exposed outside. Each list is also sorted by the distance 
between faces and the pixel (ie, depth). This information is 
used to identify entry-points (ie, boundary faces) of a ray cast 
from the pixel, and the ray can find the next entry-point once 
it exits from a non-convex mesh. Thanks to this intersection 
list, the Bunyk algorithm guarantees accurate volume render-
ing for non-convex meshes.

The VDFI includes a set of coefficients used for the 
ray-face intersection test. The ray-face intersection test is a 
primary operation for ray traversal on an unstructured grid, 
and it can be calculated multiple times because many rays 
can visit the same face. The Bunyk algorithm computes the 
VDFIs for all faces for a given viewpoint and maintains them 
in the memory. With the precomputed VDFIs, the Bunyk 
algorithm avoids duplicate computation and improves the 
ray-casting performance.

3.2 | GPU architecture and 
programming model

Although the architecture of GPUs can differ depending on 
vendors, recent GPUs share many basic architecture concepts 
and programming models. We briefly introduce the architec-
ture and programming model (ie, CUDA) of modern GPUs 
based on NVIDIA's GPU, which is one that is widely used 
for GPGPU.

The basic building block of the GPU is a streaming mul-
tiprocessor (SM). A GPU consists of multiple SMs (eg, 
20–80 SMs), and each SM includes a set of GPU cores (eg, 
32–128 cores). In the CUDA programming model, a set of 
threads compose a thread block, and an SM handles a thread 
block. The current GPU architecture is called SIMT (Single 
Instruction, Multiple Thread). In SIMT, an instruction con-
trols thirty-two threads (ie, a warp). When the threads in a 
warp are diverged by a conditional branch, the work of the 
threads is serialized. Such warp divergence is a well-known 
performance bottleneck for GPU algorithms [19].

Each SM has its own on-chip resources, and thread blocks 
share them. Some of the resources (eg, registers) are dis-
jointly allocated to thread blocks. When the resources are not 
sufficient to support all thread blocks, some of them work 
first. A thread block that gets all required resources and can 
do its work is called an active block. The number of active 
blocks is one of the critical factors for improving the compu-
tation efficiency (eg, instruction throughput) of a GPU.

The GPU stores data in the device memory (global mem-
ory of the GPU). Because device memory access is slow, 
GPU algorithms usually launch a massive number of threads 
(eg, tens or hundreds of thousands of threads) to hide the la-
tency [19]. Recent GPUs have an L2 cache, and they access 
the device memory through the L2 cache. If the memory 



612 |   GU and KIM

access region of all threads in a warp belongs to the same 
cache line, only one L2 transaction is required. However, it 
requires multiple L2 transactions (eg, up to 32) for an irreg-
ular memory access pattern in a warp. Therefore, localizing 
the memory access regions of threads in a warp is also essen-
tial to achieve high performance [22].

An SM also has a fast but small (eg, 64  KB) memory 
space that is shared by all threads in a thread block (ie, shared 
memory). We also call this a user-managed cache, and the 
most popular usage puts data used frequently by threads in 
a thread block to decrease memory access latency. However, 
it is not easy to apply this usage when it is difficult to pre-
dict frequently used data like the ray-casting algorithm. 
Fortunately, we can configure the shared memory space as 
a hardware-managed L1 cache in a recent GPU architecture 
[22]. Therefore, we can improve the performance by guiding 
threads in a block to access adjacent memory areas because 
this increases memory access locality.

3.3 | System overview

Figure 4 shows an overview of our volume rendering sys-
tem. Our method employs the per-pixel intersection list 
concept of the Bunyk algorithm [14] to guarantee accurate 
rendering results for non-convex meshes. We construct the 
intersection lists on the CPU-side. For efficient data trans-
fer to the device memory and efficient memory access in 
the GPU, we make the intersection lists as an array-style 
data structure using our construction algorithm (Section 4). 
Once the GPU gets view-dependent information (eg, inter-
section lists), it performs ray-casting for all rays in paral-
lel (Section 5). To improve ray-coherency among rays in a 
thread block, we make ray groups based on an image-tile. 
We distribute the ray groups to available thread blocks, and 
the threads in a block handle the given rays (Section 5.1). 
The ray-casting process for a ray follows the Bunyk algo-
rithm, but we do not maintain VDFIs for all faces. Instead, 
we take an on-demand VDFI calculation strategy because 
we found that it is the appropriate approach for recent GPU 
architecture (Section 5.2).

4 |  ARRAY-BASED 
INTERSECTION LIST 
CONSTRUCTION

To identify the boundary faces intersected by each ray, we pro-
ject all boundary faces to the image plane. A straightforward 
approach for building per-pixel intersection lists is to use a 
linked list for each pixel. For a given boundary face, it adds the 
face ID to the lists of the pixels the face projected, while sorting 
the lists by depth with the insertion sort. However, the linked 

list is not a preferred data structure for a GPU because it leads 
to an irregular memory access pattern (Section 3.2). Also, trans-
ferring linked lists to the device memory requires a complicated 
process, like allocating memory and copying data for each ele-
ment one-by-one. Therefore, it is better to convert the linked 
lists to a set of arrays. However, the conversion process is also 
complicated because all nodes must be visited one-by-one.

To efficiently build per-pixel intersection lists in the form 
of arrays, we propose a novel intersection list construction 
algorithm (Figure 5). Our method uses two arrays: Arraypixel 
containing the pixel's ID (eg, x and y) and Arrayintersect, whose 
elements consist of the face ID and depth from a pixel. Our con-
struction algorithm follows three steps. (a) In the first step, we 
project all boundary faces to the image plane sequentially. After 
projecting a face, for all pixels projected by the face, we add the 
pixel's ID to Arraypixel and the face ID and depth to Arrayintersect. 
After this step, the two arrays hold all intersection information 
for all pixels, but they are not ordered yet. (b) In the second step, 
we sort the arrays by pixel ID, and this gathers intersection in-
formation for each pixel in one place. (c) Then, we make a new 
array called Arraylist, whose size is the same as the number of 
pixels. Each element in Arraylist has meta-information to access 
the intersection list for a pixel directly. The meta-information 
includes the start index of Arrayintersect and the length of the in-
tersection list of a pixel. Finally, we sort the intersection lists for 
each pixel by depth, and we get the complete intersection lists 
Arrayintersect and Arraylist. We can do the last sorting in parallel 
because the lists for each pixel are independent of each other.

4.1 | Construction performance

Compared with the linked list-based method, our construction 
algorithm took about 86%, 14%, and 2% more time for the con-
struction step in the three benchmarks, respectively. However, 
we found that the performance gap decreased as the size of the 
dataset increased, and the difference was tens of milliseconds 
numerically (eg, 33.5 milliseconds for Dataset 1). Also, a CPU 
ray-casting algorithm (eg, Bunyk algorithm) with our array-
based intersection list showed better performance than using a 
linked list. This is because accessing elements in a linked list re-
quires additional memory access for reading the link compared 

F I G U R E  4  Overview of our volume rendering system
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with an array-based list. As a result, it achieved a performance 
(±1%) that was compatible with using a linked list for the entire 
volume rendering process.

5 |  GPU-BASED RAY-CASTING 
ALGORITHM

Rays are independent of each other, and the GPU processes 
rays in parallel. In this section, we explain how we distrib-
ute rays to threads while considering ray coherency for more 
efficient memory access (Section 5.1). Then, we explain 
why we employ the on-demand VDFI computation strategy 
(Section 5.2).

5.1 | Image-tile-based ray distribution

To increase the utilization efficiency of the L1 and L2 
caches, we need to improve the memory access locality of 
threads in a thread block (Section 3.2). For the ray-casting 
process, to get a high locality, we can guide by increasing 
ray-coherency among the rays in a group. VF-GPU [13] 
distributes rays based on visibility faces to increase the 
ray-coherency processed by a thread block. However, this 
approach can generate artifacts with non-convex meshes 

because multiple visible faces can be projected to the same 
pixel [15].

To guarantee accurate results for non-convex meshes, 
we make ray groups based on the image plane. One simple 
ray distribution scheme using the image plane is to allocate 
rays to threads according to the order of pixels (Figure 6A). 
However, rays processed by a thread block produce low co-
herence and lower cache utilization efficiency.

To increase ray-coherency among rays in a thread block, 
we employ the image-tile used by Kim [15]. An image-tile 
is a square image with a certain size (eg, 8 by 8), as shown 
in Figure 6B. In our method, rays from an image-tile com-
prise a ray group similar to the work by Kim. However, we 
distribute them to thread blocks evenly, unlike Kim, who 
allocated an image-tile to a thread. To exploit parallelism 
more, we also use a 2D thread block whose size is the same 
as the size of an image-tile, and each thread in a block han-
dles a ray. We found that our image-tile-based ray distri-
bution method requires fewer cache transactions compared 
with using a simple pixel-order ray distribution approach 
(Section 6.1).

5.2 | On-demand VDFI computation

To solve the high memory overhead of the Bunyk algorithm 
[14] while reducing duplicate VDFI calculations, VF-GPU 
[13] employed a thread-local VDFI buffer. In VF-GPU, a 
thread handles multiple rays and reuses the VDFI of a face if 
it has already computed it for prior rays. However, we found 
that this approach does not meet the properties of recent GPU 
architectures from two perspectives.

First, a thread should handle multiple rays to take advan-
tage of the VDFI buffer, but it must launch a large number of 
threads (eg, a ray per thread) to fully utilize the computing 
power of a modern GPU. Secondly, GPU threads run in a unit 
of a warp, and their work is serialized if there is divergence 
(Section 3.2). We can take advantage of the VDFI buffer only 
when all threads in a warp find the required information in 

F I G U R E  5  This figure shows the process of our array-based 
intersection list construction algorithm. Pi represents the pixel's ID, 
and Fj,k is the face's ID and depth value
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the buffer (ie, buffer hit). If one or more threads in a warp 
cannot find the necessary information in the buffer (ie, buffer 
miss), warp serialization invalidates the effect of the buffer 
hits for other threads. In this case, checking the buffer be-
comes overhead. Therefore, it is difficult to achieve any per-
formance improvement with a thread-local buffer unless the 
size of the buffer is large enough to show a high buffer hit 
ratio for all threads.

Unlike the legacy GPUs used in the days when VF-GPU 
was proposed (eg, GeForce 8800 Ultra, 128 cores, 768 MB), 
recent GPUs have thousands of cores (eg, Nvidia GTX 1080, 
2560 cores, 8 GB). To fully exploit the massive parallelism 
of current GPUs, we need to launch tens or hundreds of thou-
sands of threads. Although the size of the device memory 
also has increased, it does not meet the incremental number 
of cores, while the size of unstructured grid data has also in-
creased. In the implementation of VTK [5], the VDFI for a 
face takes 72 bytes. If we allocate 256 slots for each buffer, 
which is the size that achieved a hit ratio of approximately 
70% for Kim [15], it would require a few gigabytes (eg, 
4 GB) when we launch hundreds of thousands of threads (eg, 
262 144 threads). Therefore, the possible buffer size is limited 
to a few tens of slots, and it is hard to expect a high hit ratio 
for all threads.

In our experiments, we also found that calculating VDFI 
whenever a ray meets a face achieves better performance 
than using a thread-local buffer, even though it can result 
in duplicate computation (Section 6.2). Based on these the-
oretical and experimental observations, we use the on-de-
mand VDFI calculation strategy in our GPU ray casting 
algorithm.

6 |  IMPLEMENTATION AND 
RESULTS

We implemented our volume rendering system on a 
Windows system consisting of a GPU (Nvidia GTX 1080, 
2560 cores, 8  GB) and a quad-core CPU (Intel i7-8700) 
with 32  GB main memory. We used OpenMP [23] and 
CUDA [19] to implement parallel algorithms on the CPU 
and GPU, respectively. We implemented our GPU ray-
casting algorithm in two versions, depending on the ray 
distribution method:

• Ours-Pixel is one implementation of our approach. In this 
method, we take the on-demand VDFI computation strat-
egy and use the pixel-order to make ray groups (Figure 
6A). We composed a thread block of 64 threads, and we 
used 262 144 threads (4096 thread blocks).

• Ours-Tile was implemented by replacing the ray 
 distribution method used in Ours-Pixel with our image-
tile-based approach (Figure 6B) with tiles of size 8 by 8.

To compare the efficiency and accuracy of our approach, 
we also implemented four alternative methods based on prior 
work:

• Bunyk is an implementation of Bunyk and others [14] in 
VTK. We used a single CPU core for this algorithm.

• Bunyk-Parallel is an implementation of a CPU-based par-
allel Bunyk algorithm based on Kim [15]. It computes 
VDFIs for all faces as a pre-processing step and uses them 
during the ray-casting process. We used four CPU threads 
for this method.

• VF-Parallel is a CPU version of Maximo and others [13]. 
It shoots rays for each visible face while using the face as 
the entry-point. We used four CPU threads for this method, 
and it processes multiple visible faces in parallel.

• HAVS is one of the most well-known GPU-based cell pro-
jection methods proposed by Callahan and others [9]. We 
employed the implementation of VTK 6.3 because later 
VTK versions do not include this method.

All of the algorithms were implemented as VTK filters 
and were run in the VTK visualization framework [5].

Benchmarks: We tested different volume rendering meth-
ods against three different benchmarks (Table 1). Datasets 1, 
2, and 3 are CFD simulation results of fluid flow around an 
airplane's empennage, a ship's propeller, and a car, respec-
tively. We used the velocity magnitude for Dataset 1 and 2 
and the turbulence kinetic energy for Dataset 3 as the sca-
lar value for volume rendering. For all benchmarks, we used 
1024 by 1024 image resolution and measured the volume ren-
dering time for 72 viewpoints by rotating five degrees around 
the given axis of rotation.

6.1 | Results and analysis

Table 2 lists the average volume rendering times per frame 
of the six different algorithms. Please note that the volume 
rendering times in the table includes times for both the inter-
section list construction and ray-casting process. Ours-Pixel 
and Ours-Tile respectively showed up to 15.4 and 19.7 times 
higher performance than Bunyk, which used a CPU core. 
Compared with Bunyk-Parallel, Ours-Pixel and Ours-Tile 
achieved up to 4.5 and 5.8 times (3.0 and 3.6 times on av-
erage) higher performances, respectively. For Dataset 3, our 
methods showed relatively lower performance improvements 
because the intersection list construction running on CPU 
takes about 0.9 seconds, which is about 35% of the entire vol-
ume rendering time of Bunyk-Parallel. VF-Parallel showed 
a comparable or slightly higher performance compared with 
Bunyk-Parallel.

HAVS, which uses the same GPU as our methods, 
also showed up to 4.1 and 1.2 times higher performances 
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than Bunyk-Parallel for Datasets 1 and 2, respectively. 
However, our methods generally achieved better perfor-
mance than HAVS. For example, Ours-Tile had 1.4, 2.6, 
and 8.2 times higher performance for Datasets 1, 2, and 
3, respectively. These results demonstrate the benefits of 
our approach. We were able to achieve such high volume 
rendering performance because our GPU ray-casting al-
gorithm properly considers the characteristics of mod-
ern GPU architecture. In Dataset 3, cells are crowded in 
specific regions. During the ray-casting process, we can 
terminate the process for a ray when the opacity of the 
pixel reaches its max by employing the early ray termina-
tion method [24]. Therefore, for Dataset 3, even Bunyk-
Parallel showed better performance than HAVS, which 
had to consider all faces.

6.1.1 | Rendering accuracy

The bottom images in Figures 2 and 3 compare the render-
ing results for Bunyk (reference), VF-Parallel, HAVS, and 
our methods on the three benchmark datasets. VF-Parallel 
failed to handle the non-convex region and made some false 
holes because multiple rays for the same pixel with differ-
ent entry-points were processed simultaneously without any 
synchronization. Although HAVS sorts faces projected to a 
pixel by depth, the sorting results can be incorrect depending 
on the size of the k-buffer and the synchronization issue on 
texture memory access, as mentioned by Callahan and oth-
ers [9]. As a result, we can observe artifacts in the render-
ing results, especially for the dense and complex area. On 
the other hand, our methods showed the same results as the 
Bunyk (reference) by implementing an accurate ray-casting 
algorithm on the GPU.

6.1.2 | Ray-casting performance

To check the benefits of our GPU ray-casting algorithm, 
we measured the processing times just for the ray-casting 
process, while excluding common processing times on the 
CPU, such as the intersection list construction time. For 
Bunyk, Bunyk-Parallel, and VF-Parallel, we included the 
preprocessing time in which VDFIs are computed for all 
faces. We included the data communication time between 
the CPU and GPU for our methods. We did not consider 
HAVS for this comparison because it is a cell projection 
method, not a ray-casting-based algorithm. Figure 7 shows 
the performance improvement that each algorithm achieved 
over Bunyk  (baseline). Ours-Tile achieved up to 36.5 times 
(27.1 times on average) higher ray-casting performance 
than Bunyk. It also had 7.1, 3.7, and 12.4 times higher per-
formance than  Bunyk-Parallel for Datasets 1, 2, and 3, re-
spectively. VF-Parallel showed comparable performance 
with Bunyk-Parallel, and Ours-Tile achieved 7.3, 3.6, and 

  Vertices Faces Tetras Boundaries

Dataset 1 
Figure 2A

# 647 073 7 583 488 3 773 943 71 614

Mem. (MB) 5 364 121 0.6

Dataset 2 
Figure 3

# 7 320 994 83 385 432 41 257 368 1 741 392

Mem. (MB) 56 3,817 1,259 13

Dataset 3 
Figure 2B

# 7 659 517 85 051 683 41 939 085 2 347 026

Mem. (MB) 61 4,082 1,342 19

T A B L E  1  This table shows the 
different statics of each benchmark. Each 
column shows the number of vertices, faces, 
tetrahedrons, and boundary faces along with 
the required memory space for storing the 
information

T A B L E  2  This table shows the average rendering time (in seconds) per frame for three benchmark datasets

(seconds) Bunyk Bunyk-Parallel VF-Parallel HAVS Ours-Pixel Ours-Tile

Dataset 1 7.21 2.12 2.25 0.51 0.47 0.37

Dataset 2 50.65 15.52 14.46 12.44 5.57 4.83

Dataset 3 5.31 2.53 2.03 10.62 1.33 1.29

F I G U R E  7  This figure shows the performance improvements 
for the ray-casting process of five algorithms over Bunyk (baseline)
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12.1 times higher performance than VF-Parallel Datasets 
1, 2, and 3, respectively. More specifically, our methods 
showed much higher performance improvement for Dataset 
3. This is because rays visit a small ratio of faces during the 
actual ray-casting process, and the preprocessing time for 
computing VDFIs for all faces becomes overhead.

Compared with Ours-Pixel, Ours-Tile achieved 33%, 
23%, and 14% better ray-casting performance for Datasets 1, 
2, and 3, respectively. We profiled two ray-casting kernels 
with the Nsight Profiler [22] and found that Our-Tile took 
less L2 cache transactions than Our-Pixel (eg, 21% fewer 
transactions for Dataset 1). This result demonstrates that our 
image-tile-based ray distribution approach increases ray- 
coherency in a thread block and actually improves cache 
 utilization efficiency.

6.1.3 | Image-tile size

We also analyzed the effect of the size of the tile using the 
Nsight Profiler. Table 3 is the average ray-casting time with 
different tile sizes. As shown in the results, the 8 by 8 tile 
generally shows good performance. We found that a large 
image-tile size lowers the degree of parallelism (eg, instruc-
tion throughput) because it requires a large number of re-
sources (eg, register) for a thread block, and it decreases the 
number of active blocks. For the 8 by 4 (or smaller) image-
tiles, on the other hand, each thread block includes only a 
warp, and it did not fully utilize the available resources in 
an SM.

6.2 | Benefits of on-demand VDFI 
computation

Dataset 1 is small enough to load VDFIs for all faces with the 
device memory of the GTX 1080. To validate the efficiency 
of our on-demand VDFI computation strategy compared with 
possible alternative GPU algorithms, including VF-GPU 
[13], we also implemented the following two algorithms:

• GBunyk-Buffer uses a VDFI buffer for each thread. 
Because a thread should handle multiple rays to take ad-
vantage of the VDFI buffer, we allocated an image-tile to 
a thread. However, because a large number of rays for a 

thread lowers the parallelism, we used a 4 by 4 tile. Please 
note that this also represents an improved version of VF-
GPU [13] to support non-convex meshes.

• FullVDFI is a modified version of Our-Tile. It pre-computes 
VDFIs for all faces and uses them during ray-casting. It also 
performs VDFI computation on the GPU and maintains the 
results in the device memory. The VDFI computation took 
approximately 23  ms for Dataset 1. Please note that this 
method does not work for Datasets 2 and 3 because the de-
vice memory is not sufficient to handle these large datasets.

We measured the ray-casting time for the two algo-
rithms and Ours-Tile. Figure 8 shows the results. For 
GBunyk-Buffer, we varied the number of slots of each 
buffer from 4 to 256 (the largest the device memory al-
lows). Because FullVDFI removes redundant computation 
for VDFI, it showed about 14% better performance than 
Ours-Tile. However, GBunyk-Buffer exhibited much lower 
performance compared with Ours-Tile. Moreover the per-
formance degraded as the size of the buffer increased. 
Table 4 lists the performance profiling results of the two 
algorithms for a viewpoint. We found that GBunyk-Buffer 
with 256 slots had approximately 1.5 times more memory 
access requests and up to 2.7 times more L2 cache trans-
actions compared with Ours-Tile. The lower control-flow 
efficiency (one of the branch statics) for GBunyk-Buffer 
shows that the size of the buffer was not sufficient to 
achieve a high hit ratio for all threads. Therefore, checking 
the buffer becomes additional overhead, which leads to a 
large number of memory (or cache) transactions. We found 
that the L1 and L2 cache hit ratios also decreased by about 
30.9% and 11.9% compared with our on-demand strategy, 

Tile size (8, 4) (8, 8) (16, 8) (16, 16) (32, 16)

Dataset 1 283.06 272.17 279.84 277.93 387.17

Dataset 2 3872.34 3813.82 3896.33 3802.77 4684.05

Dataset 3 117.46 115.73 119.06 120.72 157.01

Note: The bold font indicates the best results.

T A B L E  3  This table shows the ray-
casting time (in milliseconds) according to 
the image-tile size

F I G U R E  8  This figure shows the ray-casting time on Dataset 1 
by Ours-Tile, FullVDFI, and GBunyk-Buffer with different buffer sizes
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respectively. This is because as the size of the buffer 
per thread increased, the cache utilization efficiency de-
creased. Such memory access efficiency affects the com-
putational efficiency too, and Ours-Tile showed 1.3 times 
more active warps per SM than GBunyk-Buffer. These re-
sults confirm that the on-demand VDFI computation strat-
egy is a better choice for modern GPU architectures than 
using VDFI buffers.

7 |  CONCLUSIONS AND FUTURE 
WORK

We have presented a GPU ray-casting algorithm for vol-
ume rendering of unstructured grid data. Our method 
employs per-pixel intersection lists to guarantee accurate 
rendering results for non-convex meshes. We have pre-
sented an array-based intersection list construction algo-
rithm to access the lists on the GPU efficiently. To increase 
ray-coherency in a thread block and improve cache utiliza-
tion efficiency, we have proposed an image-tile-based ray 
distribution method. We have also shown that for a modern 
GPU architecture, our on-demand VDFI computation strat-
egy achieves better performance than using thread-local 
VDFI buffers to reduce duplicate calculations. For three 
different unstructured grid datasets, our method achieved 
up to 19.7 times higher volume rendering performance than 
a serial ray-casting method running on a CPU. Our method 
also showed up to 8.2 times higher performance than a 
GPU-based cell projection method while generating more 
accurate results. These results demonstrate the benefits of 
our approaches.

However, our method exhibited limited performance 
improvement when the intersection list construction 
took a large portion of the entire volume rendering time 
(eg, Dataset 3) because the CPU is responsible for this. 
As future work, we would like to design a more scalable 
 algorithm while making the GPU build the intersection list. 
We also would like to extend our method to an out-of-core 
algorithm to handle a large dataset whose size is larger than 
the device memory.
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