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Abstract

To translate in real time, a simultaneous translation system should determine

when to stop reading source tokens and generate target tokens corresponding to

a partial source sentence read up to that point. However, conventional

attention-based neural machine translation (NMT) models cannot produce

translations with adequate latency in online scenarios because they wait until a

source sentence is completed to compute alignment between the source

and target tokens. To address this issue, we propose a reinforced learning (RL)-

based attention mechanism, the reinforced attention mechanism, which allows

a neural translation model to jointly train the stopping criterion and a partial

translation model. The proposed attention mechanism comprises two modules,

one to ensure translation quality and the other to address latency. Different from

previous RL-based simultaneous translation systems, which learn the stopping

criterion from a fixed NMT model, the modules can be trained jointly with a

novel reward function. In our experiments, the proposed model has better trans-

lation quality and comparable latency compared to previous models.
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1 | INTRODUCTION

Despite the significant success of attention-based neural
machine translation (NMT) [1,2], it is not suitable for
simultaneous translation due to translation latency.
For real-time translation, the machine translation system
should be able to segment source sentences and translate
each source segment while maintaining translation qual-
ity and latency [3]. Unlike the conventional NMT, simul-
taneous NMT (SNMT) is designed based on a policy that
determines whether to wait for a source token (READ),
generate a target token (WRITE), or take other actions
such as PREDICT [4,5].

Most proposed SNMT methods consist of a combina-
tion of a translation model and policy that is either fixed
or trainable. Ma et al. [6] proposed a trainable NMT with
a fixed policy, named “wait-k,” which enforces WRITE
and READ actions alternatively after reading k source
tokens. This approach is effective for controlling latency,
but the fixed policy may degrade translation quality
between languages with significantly different syntactic
structures, for instance, between verb-final (SOV)
languages (German, Korean, and others) and verb-media
(SVO) languages (English, Chinese, and others). Other
studies optimize the policy using heuristic rules [3] or
reinforcement learning (RL) [7–9] with a pretrained
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NMT model. In this approach, it is assumed that an
attention-based NMT model trained on full source
sentences can provide reasonable translations of partial
source sentences. However, the alignments are not
suitable for online settings because the soft attention
mechanism performs a pass over the entire source
sentence [10,11]. Recently, an approach to train an NMT
model with a flexible READ/WRITE policy has shown
better performance compared with previous methods that
fix either the policy or translation model [12,13].

Simultaneous translation can be modeled as a
Markov decision process, which is a basis of RL. In
addition, it can be considered that the search for trans-
latable segments and the improvement of translation
quality are associated with the exploration and exploita-
tion of RL. Despite having much room for improvement
in the RL-based approach, to the best of our knowledge,
there has been no study to overcome the limitation:
the training of translation and segmentation modules
independently.

In this paper, we propose a new RL-based SNMT
model that learns the READ/WRITE policy and partial
translations. It is accomplished using an attention mech-
anism that comprises two modules: a segment module,
which blocks unnecessary source tokens at each decoding
step to reduce latency, and an alignment module, which
computes alignments between target tokens and source
tokens. These modules are jointly trained with the loss
defined by RL (for the segment module) and the negative
log-likelihood loss (for the alignment module). Our
contributions are as follows:

1. We propose a new RL-based SNMT model trained to
minimize latency while preserving translation quality.
Unlike previous RL-based models, this model jointly
learns the READ/WRITE policy and partial
translation.

2. We design a novel reward function to consider both
translation latency and quality by adopting a delay
factor as a reward discount factor. This allows the
segment module to control the latency effectively.

3. Compared with previous work [6,12], the experimen-
tal results show that the proposed model has better
translation quality and comparable latency.

The rest of this paper is organized as follows. In the
following section, we demonstrate attention-based NMT
and SNMT. Next, we describe the architecture and train-
ing method of our proposed model in Section 3. Then, we
present the experimental results on WMT’15 English-to-
German (EN–DE) and German-to-English (DE–EN) in
Section 4. In Section 5, we introduce related work.
Finally, the conclusion is discussed in Section 6.

2 | BACKGROUND

2.1 | Attention-based NMT

Attention-based NMT comprises an encoder and a
decoder with an attention mechanism. The encoder takes
a source sentence, x = {x1, x2, …, xjXj}, where jXj is the
length of the source sentence, and transforms it into a
sequence of hidden states h={h1, h2, …, hjXj}. At each
decoding step t, given a context vector ct representing the
source sentence, the decoder produces a target token yt in
an autoregressive manner.

h¼ θenc xð Þ, ð1Þ

yt ¼ θdec yt�1, st�1, ctð Þ, ð2Þ

where st is the decoder’s hidden state at decoding step t.
To effectively represent a source sentence with variable
length by a context vector with a fixed length, an atten-
tion mechanism has been introduced. In the attention
mechanism, the context vector is computed as the
weighted sum over all encoder states with alignment
scores.

ei,t ¼ f st�1,hið Þ, ð3Þ

αi,t ¼ ei,t=
X jX j

i¼1ei,t, ð4Þ

ct ¼
X jXj

i¼1αi,thi: ð5Þ

In 3, f is a content-based score function that can be
parametrized using a multi-layer perceptron [1,2], a gated
recurrent unit [14], or an average-gating layer [15].
Among the variants of the score function, we use the one
proposed by Bahdanau et al. [1] with weight normaliza-
tion to relax its scale sensitivity [11].

f st�1, hið Þ¼ g
vT���v��� tanh W � st�1þV �hiþbð Þ: ð6Þ

The soft attention mechanism is designed to obtain
an alignment distribution over the source tokens using a
softmax operation as in 4. This is a major obstacle to the
use of attention-based NMT models in online settings.
For simultaneous translation, the READ/WRITE policy
must be considered so that the conditional probability
distribution of target tokens is modeled based on the
partial source sentence, as shown in Figure 1.
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2.2 | SNMT

A simultaneous interpretation system uses large vocabu-
lary continuous speech recognition [16] as the upper
pipeline and receives a user’s speech in a streaming envi-
ronment. Hence, the structure of SNMT is not much dif-
ferent from the conventional NMT, except that it does
not always handle complete speech sentences. However,
this difference requires a monotonic constraint to sup-
press the catastrophic change in the encoded input repre-
sentation that occurs because of the context to be added
in the future. Therefore, the encoder always sees only the
forward direction as follows:

hi¼ θenc xi, hi�1ð Þ: ð7Þ

Encoder architectures that are commonly used, such
as bidirectional recurrent neural networks (RNNs) [17],
convolutional neural networks [18], and (non-masked)
self-attention networks [19], cannot be used in this
study. For our encoder and decoder architectures, we
use a unidirectional RNN with a long short-term mem-
ory (LSTM) cell [20], which satisfies the monotonic
constraint.

In SNMT, the probability of target token yt is condi-
tioned on a partial source sentence xg(t) = {x1, x2, …, xg(t)},
where g(t) is the number of tokens read from the begin-
ning of the source sentence at decoding step t. Therefore,

the probability of the target sentence y = {y1, y2, …, yjYj},
where jYj is the length of the target sentence, is

y¼
YYj j
t¼1

p ytjy < t, xg tð Þ
� �

: ð8Þ

Because there are no labels for g(t), the design of the
READ/WRITE policy considering the trade-off between
translation quality and latency is the core feature of
SNMT. More READ actions give the decoder more infor-
mation, but they increase translation latency. In contrast,
a hasty WRITE action degrades translation quality but
reduces the translation latency.

In previous RL-based approaches to simultaneous
translation, an agent learns the READ/WRITE policy by
interacting with an NMT model considered as an envi-
ronment [3,7–9]. However, the NMT model cannot pro-
vide the agent with states and rewards reflecting the
property of simultaneous translation because the model
is fixed after pretraining. To solve this mismatch prob-
lem, we developed a reinforced attention mechanism
(RAM) to jointly train the READ/WRITE policy and a
translation model.

3 | REINFORCED ATTENTION
MECHANISM

3.1 | Architecture

The fundamental concept of this study is that the stop-
ping criterion can be established by a policy that deter-
mines the number of consecutive READ actions for each
decoding (WRITE) step. In other words, the READ/
WRITE policy is based on estimating whether each
source token is required to generate the target token at
each decoding step. To build a READ/WRITE policy that
follows this principle, we introduce an agent, called the
segment module, into the attention mechanism. At each
decoding step, the segment module predicts the boundary
position to stop reading source tokens by performing
three processes.

First, it decides whether or not each source token is
necessary to predict the target token. At decoding step t,
a decision is represented by a binary random variable ezti
sampled from a logistic variable zti .

ezt�i Bernoulli zti
� �

: ð9Þ

The logistic variable zti can be computed using the
score function in 6. To consider the previous decision, we
add a positional encoding of the previous boundary posi-
tion to the score function.

F I GURE 1 Illustration of READ/WRITE policies:

(A) conventional neural machine translation (NMT) and

(B) simultaneous NMT (SNMT)
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f st�1, hi, bz t�1
� �

¼ g
vT

vj jj j tanh W � st�1þV �hiþU �pt�1þbð Þ, ð10Þ

where pt�1¼ Positional Encoding bz t�1� �
. In our experi-

ments, training without the positional encoding of the
previous boundary position is unstable. The logistic
variable is computed as follows:

zti ¼ σ f st�1, hi, bz t�1� �
þ r

� �
, ð11Þ

where r is a trainable bias that allows the model to learn
the proper offset. If r is initialized to a negative value, the
logistic variable is close to 0. Thus, the segment module
tends to take a longer source segment in the early train-
ing phase. For our study, it works well to initialize r to
�1. We restrict the last binary variable eztjXj corresponding
to the EOS token to 1, as in Arivazhagan et al. [12], to
prevent the prediction of the boundary from missing the
end of the source sentence.

Second, the current boundary position ẑt is deter-
mined by considering the monotonic constraint that
alignment should be monotonic in a simultaneous envi-
ronment. Specifically, the boundary position is chosen as
the first variable with a value of 1 among the binary ran-
dom variables ezti whose position is equal to or lags behind
the previous boundary position as follows:

ẑt ¼C ezti� �8i� ijezti ¼ 1
� �

whereC kð Þ¼ k

s:t:k≥ bz t�1 and k ≤ i0 8i0 � i0jezti0 ¼ 1
� �

: ð12Þ

ALGORITHM 1 RAM PROCESS

Require: Environment NMT θ, Agent ψ , Threshold τ

1: Initialization: t=1, i=1, s0¼ 0
!
, ẑ

0¼ 1, y0 =
StartOfSentence

2: while yt≠EndOfSentence do

3: for j= i to jXj do
4: ej,t ¼ f θ st�1,hj

� �
5: ej,t ¼ f ψ st�1,hj, ẑ

t�1� �
þ r

6: if training phase then

7: ztj¼ σ ej,tþN 0,1ð Þ� �
8: eztj ~ Bernoulli ztj

� �
9: else

10: ztj ¼ σ ej,t
� �

11: eztj ¼  ztj > τ
� �

12: end if

13: if eztj ¼ 1 then

14: ẑ
t ¼ one hot eztj� �

15: break

16: end if

17: end for

18: g tð Þ¼ reverse cumsum ẑ
t� �

19: ct ¼
P jg tð Þj

j¼1 ej,t=
P jg tð Þj

k¼1 ek,t
� �

hj

20: yt ¼ θdec yt�1,st�1,ctð Þ
21: i¼min iþjg tð Þj, jX jð Þ
22: t¼ tþ1

23: end while

Finally, a memory mask that blocks the encoder state
entries behind the current boundary position is devel-
oped. It allows NMT to learn the conditional probability
on a partial source sentence, as in 8. The alignment
module computes the alignment probability from the
decoder state and the masked encoder states following
3–5. Note that the parameters of the segment module
that compute the logistic variables and the parameters of
the alignment module that compute the alignment prob-
ability are different. Figure 2 shows an example of our
proposed attention mechanism with the segment module
and alignment module. In this figure, the segment mod-
ule observes [h, st � 1, pt � 1] and then predicts the
boundary position by considering the previous boundary
position under the monotonic constraint. For example,
among the boundary candidates (ezti ¼ 1) behind the pre-
vious boundary position (bz t�1), the first position is
selected (h3 in the illustration). After the boundary posi-
tion is determined, the memory mask is built using a sim-
ple operation, such as a reversed cumulative sum. Note
that the context vector represents a partial source sen-
tence because the alignment score αi, which corresponds
to the masked entries, will be 0. The overall processes are
presented in Algorithm 1 (where jXj can be replaced with
the EndOfSentence signal of the preprocessing system,
for example, a speech recognition system in the interpre-
tation environment).

ALGORITHM 2 GRADIENT ESTIMATION USING
REINFORCE

Require: Agent ψ , Sample size N, Maximum episode
length T
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1: Initialize an action buffer An = {} for 1≤ n≤N

2: Initialize a return buffer Rn = {} for 1≤ n≤N

3: Obtain a translation example (X,Y*) from training data

4: for n = 1 to N do

5: Rollout an episode by running Algorithm 1

6: for (at, yt) in episode do

7: Compute the return Rt

8: Add at into An and Rt into Rn

9: end for

10: end for

11: for t= 1 to T do

12: Compute the baseline bt ¼ 1
N

PN
n¼1R

n
t

13: Update the return Rn
t  Rn

t �bt for 1≤ n≤N

14: end for

15: Standardize the return along time axis Rn
t  Rn

t �m
σ

16: Approximate the gradient w.r.t ψ:

rψJ ≈ 1
N

PN
n¼1

PT
t¼1

Rn
trψ logpπψ An

t

� �

In terms of the RL framework, the segment module
can be regarded as an agent that observes the state of
the environment ot = [h; st � 1; pt � 1], where h is the
encoder states, st � 1 is the previous decoder state, and
pt � 1 is the positional encoding of the previous bound-
ary position. The other networks, including encoder,
decoder, and the alignment module, can be regarded as
an environment that provides the agent with states and
rewards corresponding to the boundary decision action.

The reward function is described in the following
subsection.

3.2 | Training method

The parameters of the proposed model can be divided
into two parts, ψ for the segment module and θ for the
remaining parts, which include the encoder, decoder,
and alignment module. As described in 8, after the
segment module decides how many source tokens to
read, g(t), θ is optimized to maximize the likelihood
function with a standard backpropagation algorithm.
From the perspective of the RL framework, the environ-
ment is parameterized by θ. We apply L2 regularization
to θ becuase the overfitting problem of the environment
model causes training instability of the agent. Therefore,
θ is optimized to minimize the loss as follows:

L θð Þ¼�
XT
t¼1

logp ytjy < t, xg tð Þ;θ
� �þ γ θj j2: ð13Þ

For the parameters of the segment module, there are
no ground truths to indicate the number of source tokens
to be read at each decoding step and the objective func-
tion is non-differentiable with respect to ψ . Therefore, we
use the REINFORCE algorithm [21], which maximizes
the expected return under policy π.

J ψð Þ¼πψ Rt½ � : ð14Þ

To learn the policy on segmentation to minimize the
translation latency while maintaining translation quality,
we factor return Rt into the delay discount factor and
quality reward. To evaluate the impact of segmentation
policy on translation quality, we consider the log

F I GURE 2 Example of the proposed

attention mechanism
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probability, followed by the boundary decision, as the
quality reward. We use differentiable average lagging
(DAL) [12,22] to measure the translation delay for every
decoding step. This measures how many source tokens
are read compared to an ideal simultaneous translation
system while considering the WRITE cost. At each
decoding step, DAL can be defined as

DAL tð Þ¼ g0 tð Þ� t�1ð Þd, ð15Þ

where g0 tð Þ¼ g tð Þ t¼ 1

max g tð Þ,g0 t�1ð Þþd½ � t>1

	
, and where

d= jXj/ jYj, which can be observed in the training cor-
pus. For our translation tasks, the source-to-target ratio
d was set to 1. In practice, we designed the delay discount
factor as an exponential function of DAL to fit the loga-
rithmic scale of the quality reward. In our model, return
Rt is cumulative future quality rewards with a delay
discount factor as follows:

Rt ¼
XT
k¼t

exp λ�DAL kð Þð Þ � logp ykjy < k xg kð Þ
� �

, ð16Þ

where λ is the delay weight. If λ is large, the delay dis-
count factor increases rapidly as the delay increases.
Therefore, the return will be decreased for many READ
actions even if the output is correct. This novel configura-
tion of the return allows the segment module to control
the trade-off between translation quality and latency.

After the NMT environment θ has been trained alone
to provide the agent with meaningful feedback in the
pretraining phase, ψ and θ are jointly optimized by the
gradient update, which is expressed as follows:

rJ ψ ,θð Þ¼πψ rθL θð ÞþRrψ logpπψ bzð Þh i
: ð17Þ

We now elaborate on the second term on the right
side of the above equation, which is the estimated gradi-
ent with respect to ψ . The gradient can be approximated
by sampling. We use the variance reduction technique in
Hou et al. [23] because the policy gradient methods have
a high variance problem for the approximation of the
gradient. We subtract the average of the returns in the
sample (called the baseline) from Rt.

πψ Rrψlogpπψ bzð Þh i
≈

1
N

X
N

XT
t¼1

Rt�btð Þrψlogpπψ bzt� �
,

ð18Þ
where bt ¼ Rt½ �. Next, the return, with the baseline, is
standardized along the time axis, which is known as
whitening. Algorithm 2 presents details of the gradient

estimation for the agent ψ . We add zero-mean, unit-
variance Gaussian noise to the pre-sigmoid activation in
11 to facilitate exploration during the training phase. The
boundary decision is made by a threshold without noise
injection during the inference phase (refer to Lines 6–12
in Algorithm 1).

4 | EXPERIMENTS

We conducted our experiments on WMT’15 English–
German in both directions (EN–DE and DE–EN), which
has 4.5 M sentence pairs for training. Through the experi-
ments, we can investigate the aspects of simultaneous
translation between SOV and verb-media SVO languages
with relative difficulty levels. In general, as the verb is an
important factor in simultaneous translation, SOV-
to-SVO translation is more challenging in the case of
ensuring lower latency. For the development and evalua-
tion of the proposed model, we use newstest2013, which
has 3000 sentence pairs, and we report additional results
on large-scale WMT testset integrated from 2014 to 2017.
The vocabulary consists of 32 000 tokens that are shared
between the source and target language, in subword units
by byte-pair encoding [24]. We use sentencepiece [25] to
segment words into subwords. For training data, we used
sentence pairs less than 50 subwords in length on both
sides. We re-implemented and trained comparative
models (wait-k [6] and MILk [12]) on the same NMT
architecture to investigate the performance of our pro-
posed model.

4.1 | Model configuration

The NMT model consists of four unidirectional encoder
layers and four decoder layers with an attention mecha-
nism. We used 1024 LSTM units for both the encoder
and decoder. The score function of the attention mecha-
nism was parameterized using a feedforward neural net-
work (NN) with 1024 units. Each model was trained with
the Adam optimizer [26] until convergence. In our exper-
iments, 16 epochs were sufficient. For the comparative
models, we set the batch size to 128. For MILk, in partic-
ular, we followed the best hyperparameter setting in
Arivazhagan et al. [12] and further used the learning rate
schedule (described in Chen et al. [27]), residual connec-
tion, label smoothing, and layer normalization in the
NMT model. For our model, the segment module is
parametrized by the feedforward NN with 1024 units.
After we pretrained the NMT model for one epoch, the
NMT model and the segment module were jointly trained
with batch sizes of 64 and five samples for each sentence
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pair in a batch. As mentioned in Section 3.2, we applied
L2 regularization to the NMT model with L2 loss weight
γ=10�3. For a fair comparison, our model is jointly
trained for six epochs because the translation model uses
320 examples in a batch because of the sampling. We set
the learning rate for the environment NMT to 10�4 and
the segment module to 5 � 10�4. All models use a greedy
decoding algorithm to generate translations. To evaluate
the efficiency of SNMT models, we estimate the
number of model parameters and training/inference time
(Table 1). All experiments were conducted on a single
NVIDIA TITAN RTX.

Although RAM has greater training time per example
than other models due to the influence of sampling, the
overall training time is almost the same because we apply
less than half of the training epochs to RAM. As shown
in Table 1, wait-k has the strength of the simple decoding
algorithm having time complexity O(jXjjYj) where jXj
and jYj are source and target sentence lengths,
respectively.

4.2 | Results and analysis

We report translation quality using tokenized BLEU
scores [28] and translation latency using various transla-
tion delay metrics such as average lagging (AL) [6], DAL
[12], and average proportion (AP) [3]. The details of all
latency metrics are the same as appendix A.2 in Ma et al.
[29]. Figure 3 shows the experimental results for various
delay parameters. For both translation directions, our
model achieves a better translation quality with respect
to various delay metrics than wait-k and MILk. Further-
more, we notice that RAM and MILk perform better in
DE–EN than in EN–DE, in contrast to wait-k. At compa-
rable AL, the BLEU/AL pairs of DE–EN are 23.34/5.12
for RAM, 21.11/5.12 for MILk, and 20.4/4.93 for wait-k.
The difference between the BLEU scores of RAM and
wait-k is 2.94 points.

For EN–DE, the BLEU/AL pairs are 19.84/4.08 for
RAM, 16.68/3.90 for MILk, and 17.97/3.91 for wait-k,

which shows that even wait-k surpasses MILk. In
addition, the difference in the BLEU scores of RAM and
wait-k decreases (1.87 points). This demonstrates that
simultaneous translation on DE–EN is more difficult to
solve using a fixed READ/WRITE policy. Owing to the
SOV structure of German, it is difficult for the wait-k
models to confidently predict verbs. In contrast, RAM
and MILk can address this issue more flexibly as they can
control the policy depending on the context.

Comparing RAM and MILk, RAM appears to deal
with the trade-off between translation quality and latency
better. In MILk, the variation in latency with respect to
the delay weight tends to be smaller. We observe that
MILk suffers from controlling the delay in our implemen-
tation, even if we follow all the advice in related work
[11,12,30]. As the translation delay is estimated using the
boundary probability for the latency-augmented training
of MILk, it is important to make the probability closer to
a binary value such as 0 or 1. However, it is still likely
not well induced despite using a reparameterization trick
to encourage discreteness [31]. The visualization of the
alignment distribution shows that RAM balances quality
and latency well, as shown in Figure 4. RAM with a small
delay weight (λ = 0.005) tends to read more source
tokens with patience to determine the target token. This
tendency ensures that the correct target token (“check”)
corresponding to the source token (“prüfen”) is emitted,
and this is especially crucial for verb prediction. In con-
trast, RAM with a large delay weight (λ = 0.02) emits the
target tokens after reading fewer source tokens. It causes
not only lower translation delay but also inaccurate
translation; for example, the verb corresponding to
“prüfen” is omitted. We can use various READ/WRITE
policies according to the needs of users by adopting a
model with an appropriate delay weight.

We now take a more in-depth look at RAM. In
Figure 3, there is a discrepancy between the AL and DAL
in RAM and MILk, whereas they are consistent in wait-k.
This difference is more severe in the models with large
delay; for example, the AL/DAL pairs of RAM are 7.2/10.9
for the maximum delay and 2.1/3.7 for the minimum delay
in DE–EN. Specifically, the models with flexible READ/
WRITE policy tend to emit target tokens at once after
some of the semantic structures have been formed. The
property of DAL is that it tracks the largest lag rather than
the individual lags of target tokens. This may cause
behavior inconsistency between AL and DAL, which is
prominent in models with large latencies. In contrast,
wait-k has a consistency between AL and DAL due to the
fixed READ/WRITE policy. It makes the performance of
wait-k seem to be similar to, or even better than that of,
RAM. This tendency becomes more pronounced as the
DAL becomes larger. Modifying the latency metric of the

TAB L E 1 Comparison of the number of model parameters,

training, and inference time

Model
# Parameters
(�106)

Training time
(ms/example)

Inference
time
(ms/example)

wait-k 136.8 4.048 11.09

MILk 139.0 5.418 16.59

RAM 139.0 18.23 14.69

Abbreviation: RAM, reinforced attention mechanism.
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reward function can help reduce the gap between DAL
and AL, and we leave this for future work.

We observed some interesting behavior of RAM:
initializing the pre-sigmoid bias in 11 to a negative value
causes RAM to work as an offline model when delay
weight λ is 0. However, setting the pre-sigmoid bias to

0 shows that RAM significantly reduces latency com-
pared to the offline model; for example, AL is 8.58 in
DE–EN. We found that this behavior is a result of the
reward function, which is the likelihood function of a tar-
get sentence conditioned on a partial source sentence.
Figure 5 shows the reward function with respect to the

F I GURE 3 Translation quality (BLEU score) with respect to latency metrics average lagging (AL) (top), differentiable average lagging

(DAL) (middle), and average proportion (AP) (bottom). Each simultaneous neural machine translation (SNMT) model is trained with the

delay weights λ = {0.005, 0.01, 0.015, 0.02} for reinforced attention mechanism (RAM) (our model), λ = {0, 0.1, 0.2, 0.3} for MILk, and k = {5,

6, 7, 8} and {2, 3, 4, 6} for wait-k on DE–EN and EN–DE, respectively
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number of consecutive READ actions from the beginning
of the source sentence, which is measured by the offline
model for DE–EN newstest2013. The reward becomes
saturated after reading a maximum of 10 tokens. This
indicates that less than 10 lags are sufficient to generate
the target tokens in DE–EN translation. RAM seems to
find a proper segment point by searching for the satura-
tion point of the reward.

5 | RELATED WORK

In early work on simultaneous translation in the context
of NMT, the potential of attention-based NMT in simulta-
neous translation was investigated using a heuristic
READ/WRITE policy called wait-if-* [3]. Afterward, two
main approaches have been used to train either NMT [6]
or the policy [7–9]. Recently, approaches to jointly train
NMT and the policy have been proposed [12,13], but an
RL-based approach has not yet been studied even though
it has the potential to improve performance through
exploration strategies and well-studied training methods.
In terms of combining the NLL loss and RL loss for
model training, the attention mechanism incorporating
hard and soft attention has been studied for other appli-
cations. For sequence modeling, a hybrid of hard and soft
attention mechanisms has been proposed [32]. The

authors did not consider the monotonic constraint in the
attention mechanism of the sequence-to-sequence frame-
work because their goal was to build a sentence encoding
model selecting useful tokens for classification tasks. For
online speech recognition, a sequence-to-sequence model
incorporating hard and soft attention was proposed [23].
However, this method has a constraint in that the length

F I GURE 4 Alignment distribution of the DE–EN translation task performed by our model with (A) λ = 0.005 and (B) λ = 0.02. The

red line indicates the boundary determined by the segment module. A brighter square means more correlation between the source and

target tokens

F I GURE 5 Average reward with respect to the number of

consecutive READ actions from the beginning of the source

sentence in DE-EN newstest2013
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of the output sequence must be less than the length of
the input sequence. This restriction is not valid for trans-
lation tasks, which have input and output sequences with
variable lengths (Figure 6).

Transformer [19], a new architecture of sequence-
to-sequence model, has shown promising results for
many translation tasks, even simultaneous translation
tasks [29]. However, the difficulty of reproduction and

numerical instability problems in transformer-based
simultaneous translation have been reported [33].
Furthermore, it requires a large memory size and long
computational time to obtain context representations at
each decoding step, which is a crucial obstacle for
practical use in simultaneous translation. To overcome
these limitations, the structure of transformer will have
to be reformulated for simultaneous translation.

F I GURE 6 Translation quality (BLEU score) with respect to latency metrics average lagging (AL) (top), differentiable average lagging

(DAL) (middle), and average proportion (AP) (bottom) on newstest2014-7
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6 | CONCLUSION

We presented an RL-based attention mechanism for
simultaneous translation. In contrast to previous RL-
based methods, we designed a novel reward function and
model to jointly train partial translation and segmenta-
tion to deal with the trade-off between translation quality
and latency. Experimental results demonstrate that RAM
has better translation quality with comparable latency
and can control latency more flexibly compared with
wait-k and MILk.
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