ISSN 2288-4866 (Print)
ISSN 2288-4882 (Online)
http://www jiisonline org

J Intell Inform Syst 2017 June: 23(2): 1~17 http://dx.doi.org/10,13088/jiis 201723 2 001

SHeY Zy|ga0l vl
E|Ol:, HIANZ2, CNTKE Zploz*

"ozl oMot

2eicstm Zoyst Zess 20Icstm ZAoArfst Zeiss
(yehung@kookmin,ac. kn (sahn@kookmin,ac.kr)

UK ol E

SRICHStw ABICHSHY o o[E{Ato| i 25ta} SOICHS W AHITHSHR H|O|E{Ato]eiAStat
(ihunyang@hanmail. ne (leej4787@gmail com)

Held Te|99)ae) oEHe FsoRE AR D GPUS B 5E E
goluclel Fu2 AHS b5e TeA|Ya FolA P2 UAER} vlojaR

AZEO CNTK, 18|31 HA
Z29 4z & F = Hol & vy EEAAM = Asu R MdT GPUY E4HE 1

Awskal, 1 thaoll logistic regressione Ay sh= A& Tk ZF Ty Ao ERS Lok FHol|, npAuto
2 oz 92 S8 CNNO AlE AP AR 2| HofH P& S5 sl 2okt 1 2
3}, mold o] WA B Eopert 7 A9 61717k o] H i, CNTK S M Z2E B2 F-2o] Bl &
g3k Hol QoA o] HIszEkA| Rt bR 9f fFS AR FoJstrfe] o FelA 2olE Kt g 7
ZY Ao dBEE 3 Frhe 2 Aole Yok e Aotk A ZS2E Hobol Blgte] £5271 =2t}
= 7P doigkedl, B A7 AF el sy, HIE CNN 230l S8 AARE |AZ27} ofF ZFol A7k
e Ao g Uehstth CNTKS] 7-5-ol%, BlE dde7do] ARt A7) zfolo o3k £xo] zjole]
Az ool = Ao #tho] HUTh B AFdAE Al T/ Held Zo Y anhe 4Rk,
719 d ot EH Held Z U A0 TR 1277 o, ZF 2 delae] EAS 157 40
TEete] ApolE AL At O B2 SA TolA AR dARA & u Fa7 A2 oWl doj(dto]
A, C+, Java, )& AH87FeA, oW Hed 2@l tht golu eyt & FaE eA T Aotk
TP AREAZE it Re] " 2
& Aot} =3 Hed 2¥e A5 8
8% 7]Fo] 2 Aotk

=ENA0l: 0017 28 272 =24MY 20171 28 272 ARSI 1 2017 38l 13

* o] AFE 2017 YY) WU ATRIA PO R FHEHAS



Hol e HHyd Effﬂcl

go] 7}¥(Caffey, EZZ ﬂ]éu Elo}#

(Theano) o]t} 18|31l A F=0] ‘EHIAER

(TensorFlow) 5 LEAL2E FINT et AW
< e o1 Utk 3, HIZol= vlola®

22 EQ] Py Z Y=L Microsoft Cognitive

l> r&

Toolkit(CNTK) 2.0°] 371 J=tl, C++2} 3}o]
A 52 Jféla%“‘ Aojel E8AL Al F3HA
HAA 2THEJAA 2T AE3H= AlokS Hlo]
A |AEEY Elobe 22 Held 29l
Ae} o7& Us] Al HIUh ol BH 7]
o HYd U IEs dT78eE FE Y
Shof| A AErEo] Mwlg s o), FE
npo| AR AT ET} ZhA| Sl meEt £l =
A BAo] AZFE A og Bt T2 FA
E o 223 no]A2ATEE QAF
o] FEHS 7MY fsiA Held Zed
ﬁoﬂ Cﬂ-OiE ;{]5:%40] Ex].;‘:_ s} Z'_\]

o] k.

ol AN & =T j}o]wg gho] B
2] FElE AHE 7He e ZH Y
29| HAZ 29} nfo] A2 AIE CNTK, 18
A HMERSY dxgtar & 5 Sle EobE H]
Wl B ok 1E st de oAM=
ZF ZP g SR S s dist
3, 7okl tiEA 92d 8820 CNNE
A E HPANARYT FP| HHH AYP&=
TS gla BA

7%

3Z(computational graph)E T+

. g9y T 53

ZYYY I FEHIE M =83 V)
A5 1] E(automatic  differentiation) & =
olth o] 7les FE3t] st A4t
Sahedl, A4k

mo] BAg qeps A et 2o,

CNN, RNN 53 28 F9 ddrge

EQ AL Y& Alklelr] st I ¢4
2Rl dAxtag o] Fa st ol2d &AHAl A
ARF S G Ee FHE 2l Ao,
o|¥ et &5 W12 E(directed graph)2)]
FeQl Atagzz B8] Jhssit 9 &
of he] WHAZS 7HA+ A2 <Figure
1>3} o] :¥o] Aty DM 2 B A
AAE YERH AL R AAEE AR RE

0: Softmax

P™- plus

T: Times ‘ B": Weight ‘

‘ w'?: Weight st Sigmoid

f

: Plus

T%: Times | | B™: Weight |

‘ w: Weight X: Input

(Figure 1) A computational graph for a

neural network (Yu et al,

2014)



==

it

Sl Zejele|39o] B E|ot, HIMEE, CNTKE ZAe=z

oleld Feje] AMIAHZE ARESE CNNOJ
U RNNZ 2 T 5349 23= 38T

oh:].
Hed 23E et d /7T Zot
destal, Afol wEd FUiE 2d"Y
(regularizatlon term)= 2 3Hd] o]} 71%—3‘
AAtLeEzo| ®#Ho] 7kttt
73 = AT EY HAAS =ERE
o, 230 g5 fafiA HEdr
= Ao 2 ALstA At A
EoA Alxkd L R7F A
9] ALkt wiste] A4kst

>~
>,

¢

b *O
@

ﬂ]
Pﬂo}ﬁﬂ
o & o>
o

£

H
M
Do oot o frof Lo

it
)
gt
ol
ok
re
R
x
)
)
o%

X2
e [
k1
ok
2
4
2
=
2
)
b
1%

i
of
&
>
offt
=)
M
o
ol
rir
£2
il
il

e ®o e FE4A +
byd=b+1,e=cxde}al s}4, ATz
<Figure 2>9} #o] 24

(Figure 2) A computational graph for
e=(@a+ b x (b+ 1) (H13

A()NA at bo] Fhol FAAH o] FE Al

A = Ql%0l, <Figure 2> A48 oA
PEHT(at b)) #S AARSA Tz st
TE we S EA 7 wEoA 9 Fhs ALt
& ¢ AUt AF B9, a =2, b= 10]T= FS
FHc=3,d=2¢e=62% 7} =29 go| 7
=

AAIYEZE B3t BT 7S At
= 1A A4 A2 Je =i tig Hx
S 3T F BE AdM sty dHx
5 FAI Aol <Figure 3>°|Th

(Figure 3) A computational graph with
partial derivatives

<Figure 3> A= 24 dAH A=
o3k A=k Atk AR dAE o] YR
Foll gk ALgre AAEe o
7:1]’1‘1'?_} T Ut dE =
T A ot o 2k

—

o 2 i
b ok g2 n
© R oo 2

Q
S
[
2
fu)
£

de _ Ode 0c
T . —d1=b+1 2
A L I b
mAT o)d B
g A A 2

)

hal

Zee] HER ool YT

A
m}L r{r —r
&
o
ft
=2
=2
rok
F_El,

.ﬁ

w



de _ de dc

6b dac ab

de ad
dd 0db

=

& S0l a =2, b= 10]2@ 2 =20]
T =50tk AEviRel mF AT AW
Goodfellow et al.,(2016)3 Yu et al., (2014)°]
01

f&%i, g9 ZH e ae] #8% 7159 3
Ul GPUY &8& RE ZgdYaddA 715
sttt ARk oz xH YUY aE AX st AA
AA GPUHAS w2 AAANHAMZE,
CNTK), &2 A%] $of 3HRTE vy = %
H(Eohn) 22 GPUE AHE 4 itk 194
ZY Y=o me} xpol7} = 7
o] GPUE AHE3AY 52 oY dlo] HFEIE
FHHo R AAs AYPshe Vel a¥
# oﬂ Al Blobee g 79 GPUTHS: 83k

o2 FEHNOY A= g HFEH o
7H4 GPUE AHEE & = AR 4= 1 9
thH2). IMEZS 7 folle 3 HF EM] o
e GPUE 28T & UA=F AAHo] o,
CIFAR-10t| o] E] 9] A% oA ZEX Zﬂ#ﬁ?

I JTHH3). E vlo|ARAXEC wEd
CNTKE U5 AW A A8 7Hsd H %9
ZH 9T £E5 Ef T YY T HEt
W2 0= A o] Th(HA4).

ol

2.1 E|O}£(Theano)

E]o}: = Python¥} NumPy2] £H& o] &35}
239 Hed gelBgeEA EEZ ST S|
Al e o] 20083 5B ARE-E o] Sttt Elob
= AdE 1 AFoE C+ 52 CUDAIER

3% FH o PythonZEZE ZJH T} Bergstra et

+——=d'1+c'1=(@+b)+(b+1)=a+2b+1 (3)

al,,(2010)° 2718 Eopxol o] Z2Iage
<Figure 4>} Zt}.

<Figure 4>2] T =+ ZA|2H 3 FEAS 3}
T A=A 8~111 a} oA Y Ae] AlBWMS
(symbolic variable)E A A3st=Hl, x¢} y&= dlo]

HE AA&st7] 9g 53 ol wel b= BT
£ {3k Aolth wet b= Elolx9] shared
variable 2 A A= o] U= shared variable-> Tk
B AEWset 2 o]l 273t Ha AW
Z=(global variable)* & #ke] 447} ¥W GPU7}
U Aol GPUON Frol A= o] ARE-HTh
12§91 2Rl B ~F 3o A EolH 13~14
2l WAAEZY S} 2HYE-S ARSH]
FETE Ao Aotk 12~14¥ 2R1S F
to] Azt FEEW, 159 2Rl =
grad&<7F wet poll st HEIFFE A4S A
HrgkskAl Hot

1683 181 2hlell U+ functionFHre A&

W x9} po] @S AHEsk SIS RhEske

s 2 AYstal ok Bobed] functiondt

T A7 HolH e Y-S A8 FE Vles
Skt}, function®e] 2 752 shared 572
He AEE Fo = s g & JA ske
Zold] o] 18¥ 2FRloll U+= updatesIAHE &
stof o] Fo

Eloprh ok =g dojet bE e
18¥ ZHRI7bA] AA| ddgbo] AP A gFethe
Zlolt}. 919] I oA Hzo] A vlolE = 19
HoEploll A AAdo] Hm 238 2plo| A HIZ 4
Ho]E 7} function¥E Tt A4k ao
o] Hof dsto] APHT

POFE

ofr



sled T 39| Hlu: E[ol:, HIMEZ, CNTKE Fao=z

1: import numpy as np

2: import theano.tensor as T

3: from theano import shared, function
4: batch_size = 25

5: n_samples = 5060

6: input_dim = 2

7: output_dim = 2

8: x = T.fmatrix()

9: y = T.fvector()
1@: w = shared(np.random.randn(input_dim,output_dim-1))
11: b = shared(np.zeros([output_dim-1]))

12: p_1 =1 / (1+T.exp(-T.dot(x, w) - b))

13: xent = -y*T.log(p_1[:,@]) - (1-y)*T.log(l-p_1[:,@])
14: loss = xent.mean() + @.81*(w**2).sum()

15: gw, gb = T.grad(loss, [w, b])

16: train = function(inputs=[x, v],

17: outputs=loss,

18: updates={w:w-8.1*%gw, b:b-0.1%gb})

# Helper function to generate a random data sample
19: X_data, y_data = generate_random_data_sample(n_samples, input_dim, output_dim)

20: for 1 in range(n_samples):

21: indices = np.random.choice(n_samples, batch_size)
22: X_batch, y_batch = X_data[indices], y_data[indices,@]
23 err = train(X_batch, y_batch)

(Figure 4) Theano code for logistic regression
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U, V, W are shared variables

= T.ivector('x")

= T.ivector('y")

f forward_prop_step(x_t,
s_t = T.tanh(U[

X
y
de

return [o_t[8], s_t]
[0,s], updates = theano.scan(
fn=forward_prop_step,

sequences=x,

WO NG U B W R

[y
R ®

non_sequences=[U, V, W])

s_t_prev,
1,Xx_t] + W.dot(s_t_prev))
o_t = T.nnet.softmax(V.dot(s_t))

U, v, W:

outputs_info=[None, dict(initial=T.zeros(self.hidden_dim))],

12: forward_propagation = theano.function([x], o)

(Figure 5) Theano code for scan function (H14)
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1: import numpy as np
: import tensorflow as tf

N

3: batch_size = 25
4: n_samples = 5608
5: input_dim = 2

6:

output_dim = 2

# Define placeholders for input

7: X = tf.placeholder(tf.float32, shape=(batch_size, input_dim))
8: y = tf.placeholder(tf.float32, shape=(batch_size, output_dim))

# Define variables to be learned

9: W=
18: b = tf.Variable(tf.zeros([output_dim]))
11: z = tf.matmul(X, W) + b

tf.Variable(tf.random_normal([input_dim,output_dim]))

12: loss = tf.reduce_mean(tf.nn.softmax_cross_entropy_with_logits(z, y))

13: opt = tf.train.AdamOptimizer()
14: opt_operation = opt.minimize(loss)

# Define input data

15: X_data, y_data = generate_random_data_sample(n_samples, input_dim, output_dim)

16: with tf.Session() as sess:

17: sess.run(tf.initialize_all variables())

18: for i in range(n_samples):

19: indices = np.random.choice(n_samples, batch_size)

20: X_batch, y_batch = X_data[indices], y_data[indices]

213 _, loss_val = sess.run([opt_operation, loss], feed_dict={X: X_batch, y: y_batch})

(Figure 6) Tensorflow code for logistic regression
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1: import numpy as np

2: import sys

3: import os

4: import cntk

5: input_dim =

6: output_dim = 2

# Deflne the network

o= < X

cntk.ops

11: z = cntk.ops

cntk.ops.
cntk.ops.
cntk.ops.

input_variable(input_dim, np.float32)
input_variable(output_dim, np.float32)
parameter(shape=(input_dim, output_dim))

.parameter(shape=(output_dim))

.times(X, w) + b

12: loss = cntk.ops.cross_entropy_with_softmax(z, Y)
13: eval_error = cntk.ops.classification_error(z, Y)

# Instantiate the trainer object to drive the model training

14: learning_rate =
15: 1r_schedule = cntk.learning_rate_schedule(learning_rate,

e.1

16: learner = cntk.learner.sgd(z.parameters, lr_schedule)
17: trainer = cntk.Trainer(z, loss, eval_error, [learner])

# Initialize the parameters for the trainer
18: minibatch_size = 25

19: n_samples =

1eeee # originally 2eeee

28: num_minibatches_to_train = int(n_samples / minibatch_size)

21: X_data, y_data = generate_random_data_sample(n_samples, input_dim, output_dim)

22: for i in range(@, num_minibatches_to_train):

23: indices = np.random.choice(n_samples, minibatch_size)
24: X_batch, y_batch = X_data[indices], y_data[indices]
25: trainer.train_minibatch({X : X_batch, Y : y_batch})

(Figure 7) CNTK code for logistic regression

cntk.UnitType.minibatch)
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Trainer®] 1A} Fol| 4] model, loss_function, ~1
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o, ] HA A& parameter learnersi= learner
7128 YEE AHESIES Hol Ut 169
el Ao & leamere S5 o
FHAoA 83 mIPHTE AASL e
AAolth 1790 TFAoA AAE Trainerd A=
251 2}l A train minibatcheh= 5 AHE-
st AP ETh

3. CNN23o| 4

o] Aelx koA e M7kA| ZU$
=E CNN(convolutional neural networks, 373
S FAskEd AMgste] Hlas) Bt
gt} A flel AHS-S HlolEl= CIFAR-10°]
gt3 o] & o7 Aoz A 10709 S| (18,
252t 5)oll tiske] 2 6000712 & 692 32
x 323719 ZHo|uAZ FAE uolg ot}
(H7). 2 FollA sille 5802 Agsta
e ER1&0E AMESIEE FEo] Ho A

it
o

. CIFAR-10H]°| B & B2 AFAE°] o
& Agsto] dA gddelEol
X

| 96%E 9= %

>
W

o] ollEZ <Figure 8>3 #2 vlwz T3
FE o] CNNEY S AHE-8HATE <Figure 8>l §
= E¥ole 7 Y dAFASel dx
max-pooling & ot 71 tholl A 7o wH&
M F e WEATSe] A=Y, npAete
Z softmaxZHA|Fo] dAH= F=xolth T4
F9 FEHFAL 5 x 5, WA (stride) 1,
max-pooling S 2 x 2379 APA L 28 A4
skt 1Elal BE ASe] A3 ReLU
£ AR&StT

d# CIFAR-10tl]°]E ] FAdghe 0~2559]
RGB#OZ Hof g, I 3 JUE Fi
ReLUE AHE38HA A3 o] HA Xste &
A7F et 2elA I 3E 0.0~1.073k2 %
o2 WEste] AME-FTh

Eloli=E  o]83 CNNIZES] dRiEe

-

=
<Figure 9>%} 2T} <Figure 9>l U+ =

14

.-h":\ ’ S
L Tvaxl | Max

20
32

32

w

40
10

1000 1000

(Figure 8) CNN model for CIFAR-10



from network3 import *
mini_batch_size=58
net = Network([

ConvPoolLayer(image_shape=(mini_batch_size, 3, 32, 32),

filter_shape=(20,
poolsize=(2, 2),

3J 5J 5)J

activation_fn=RelU),
ConvPoolLayer(image_shape=(mini_batch_size, 20, 14, 14),
filter_shape=(40, 20, 5, 5),

poolsize=(2, 2),

activation_fn=RelU),

FullyConnectedLayer(

n_in=4@*5*5, n_out=1@e8, activation_fn=RelLU, p_dropout=9.5),

FullyConnectedLayer(

n_in=1068, n_out=1000, activation_fn=RelU, p_dropout=8.5),
SoftmaxLayer(n_in=1000, n_out=10)],

mini_batch_size)

train_data, test_data=load_cifarle_shared('../cifar/cifar-16-batches-py/")
net.SGD(train_data, 200, mini_batch_size, .81, test_data, test_data)

(Figure 9) Theano code snippet for CIFAR-10
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x = tf.placeholder(tf.float32, [None, 32, 32, 3])
y_ = tf.placeholder(tf.float32, [None, 1@])
keep_prob = tf.placeholder("float")

W_Convl = weight_variable([5, 5, 3, 20]) # 1st convolutional layer
b_Convl = bias_variable([28])

Convl = tf.nn.relu(conv2d(x, W_Convl) + b_Convl)

Pooll = max_pool_2x2(Convl)

# 2nd convolutional layer .....

# 1st fully connected layer .....

W_FC2 = weight_variable([1@@0, 10e8]) # 2nd fully connected layer
b_FC2 = bias_variable([10e@])

FC2 = tf.nn.relu(tf.matmul(FC1l_drop, W_FC2) + b_FC2)
FC2_drop = tf.nn.dropout(FC2, keep_prob)

W_FC3 = weight_variable([1@00, 10]) # output layer
b_FC3 = bias_variable([1@])
y_conv=tf.nn.softmax(tf.matmul(FC2_drop, W_FC3) + b_FC3)

cross_entropy = -tf.reduce_sum(y_*tf.log(y_conv))
train_step = tf.train.GradientDescentOptimizer(@.0001).minimize(cross_entropy)
correct_prediction = tf.equal(tf.argmax(y_conv,1), tf.argmax(y_,1))
accuracy = tf.reduce_mean(tf.cast(correct_prediction, "float"))
sess = tf.Session()
sess.run(tf.initialize_all_variables())
minibatch_size = 5@
for i in range(2ee6e9):
j=(i*minibatch_size)%len(x_train)
x_batch, y_batch = x_train[j:j+minibatch_size], y_train[j:j+minibatch_size]
train_step.run(session=sess, feed_dict={x:x_batch, y_: y_batch, keep_prob: ©.5})

(Figure 10) TensorFlow code snippet for CIFAR-10
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def create_basic_model(input, out_dims):

net = Convolution((5,5), 20, init=glorot_uniform(), activation=relu, pad=False)(input)

Convolution((5,5), 48, init=glorot_uniform(), activation=relu, pad=False)(net)

net = MaxPooling((2,2), strides=(2,2))(net)
net =

net = MaxPooling((2,2), strides=(2,2))(net)
net = Dense(lee@, init=glorot_uniform())(net)
net = Dropout(8.5)(net)

net = Dense(1@0@, init=glorot_uniform())(net)
net = Dropout(@.5)(net)

net = Dense(out_dims, init=glorot_uniform(), activation=relu)(net)

return net

input_var = input_variable((num_channels, image_height, image_width))

label_var = input_variable((num_classes))

z = create_basic_model(input_var, out_dims=18)
cross_entropy_with_softmax(z, label_var)

ce
pe

classification_error(z, label_var)

minibatch_size = 5@

1r_per_minibatch = learning_rate_schedule(®.81, UnitType.minibatch)

learner
trainer

Trainer(z,ce,pe,[learner])

for i in range(2eeeee):
print (i)
j=(i*minibatch_size)%len(x_train)

sgd(z.parameters, lr = lr_per_minibatch)

x_batch, y_batch = x_train[j:j+minibatch_size], y_train[j:j+minibatch_size]

trainer.train_minibatch({input_var :

x_batch, label_var :

y_batch})

(Figure 11) CNTK code snippet for CIFAR-10
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Abstract

Comparison of Deep Learning Frameworks:
About Theano, Tensorflow, and Cognitive Toolkit

Yeojin Chung* + SungMahn Ahn** - Jiheon Yang*** - Jagjoon Lee****

The deep learning framework is software designed to help develop deep learning models. Some of
its important functions include “automatic differentiation” and “utilization of GPU”. The list of popular
deep learning framework includes Caffe (BVLC) and Theano (University of Montreal). And recently,
Microsoft's deep learning framework, Microsoft Cognitive Toolkit, was released as open-source license,
following Google’s Tensorflow a year earlier. The early deep learning frameworks have been developed
mainly for research at universities. Beginning with the inception of Tensorflow, however, it seems that
companies such as Microsoft and Facebook have started to join the competition of framework development.
Given the trend, Google and other companies are expected to continue investing in the deep learning
framework to bring forward the initiative in the artificial intelligence business. From this point of view,
we think it is a good time to compare some of deep learning frameworks. So we compare three deep
learning frameworks which can be used as a Python library. Those are Google's Tensorflow, Microsoft’s
CNTK, and Theano which is sort of a predecessor of the preceding two.

The most common and important function of deep learning frameworks is the ability to perform
automatic differentiation. Basically all the mathematical expressions of deep learning models can be
represented as computational graphs, which consist of nodes and edges. Partial derivatives on each edge
of a computational graph can then be obtained. With the partial derivatives, we can let software compute
differentiation of any node with respect to any variable by utilizing chain rule of Calculus.

First of all, the convenience of coding is in the order of CNTK, Tensorflow, and Theano. The
criterion is simply based on the lengths of the codes and the learning curve and the ease of coding are

not the main concern. According to the criteria, Theano was the most difficult to implement with, and
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CNTK and Tensorflow were somewhat easier. With Tensorflow, we need to define weight variables and
biases explicitly. The reason that CNTK and Tensorflow are easier to implement with is that those
frameworks provide us with more abstraction than Theano. We, however, need to mention that low-level
coding is not always bad. It gives us flexibility of coding. With the low-level coding such as in Theano,
we can implement and test any new deep learning models or any new search methods that we can think
of.

The assessment of the execution speed of each framework is that there is not meaningful difference.
According to the experiment, execution speeds of Theano and Tensorflow are very similar, although the
experiment was limited to a CNN model. In the case of CNTK, the experimental environment was not
maintained as the same. The code written in CNTK has to be run in PC environment without GPU where
codes execute as much as 50 times slower than with GPU. But we concluded that the difference of
execution speed was within the range of variation caused by the different hardware setup.

In this study, we compared three types of deep learning framework: Theano, Tensorflow, and CNTK.
According to Wikipedia, there are 12 available deep learning frameworks. And 15 different attributes
differentiate each framework. Some of the important attributes would include interface language (Python,
C ++, Java, etc.) and the availability of libraries on various deep learning models such as CNN, RNN,
DBN, and etc. And if a user implements a large scale deep learning model, it will also be important to
support multiple GPU or multiple servers. Also, if you are learning the deep learning model, it would also

be important if there are enough examples and references.
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